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1. Introduction 
This report summarises a workshop held at the e-Science Institute, Edinburgh between June 
30 and July 2 2003. The workshop brought together twenty-five participants from the Virtual 
Observatory (VO), data grid and database communities, to identify their mutual interests and 
to facilitate further interactions between them. The number of workshop attendees was kept 
quite small to aid informal discussion, but the invitees were selected so as to include members 
of all three target communities from the UK, US and Europe. 
The immediate impetus for the workshop was a planned visit by Jim Gray to the sky survey, 
database and data grid groups in the University of Edinburgh, and the workshop was built on 
that foundation, by inviting further participants from outwith the University who would bring 
expertise additional to that available locally. We were very fortunate that this resulted in the 
participation of prominent members of the VO, database and data grid communities in the 
UK, US and Europe, and, whilst we make no apologies for the preponderance of Edinburgh 
names, it must be acknowledged that local attendees of any meeting are less able to escape 
other commitments and to devote themselves fully to it than are those geographically 
separated from other calls on their time. 
The workshop programme included five half-day sessions of scheduled talks, on the 
following themes:  

• Introductions  
• Astronomical Databases 
• Data Grid – Status and Plans 
• Distributed Services in the VO and Grid 
• Data Formats in the VO and Grid.  

These sessions were scheduled so as to provide a lot of time for discussion, and a final half-
day Discussion session enabled further debate of the some of the most interesting questions 
that arose during the workshop, as well as the drawing of conclusions from the workshop as a 
whole and a discussion of how to progress the interaction between the three communities. 
The remainder of this report follows that structure. Section 2 summarises each of the 
individual talks given during the workshop (electronic copies of which are available from the 
workshop WWW site [1]), Section 3 records the material covered in the Discussion session, 
and Section 4 presents the conclusions drawn from it and from the workshop as a whole.  
 

2. Summaries of individual presentations 
This section presents summaries of the individual presentations made during the workshop, 
electronic copies of which are available from the NeSC WWW site at the following URL: 
http://www.nesc.ac.uk/action/esi/contribution.cfm?Title=226 
Notes of questions asked and comments made during the presentations are included in these 
summaries, where appropriate; they do, therefore, contain more information than the original 
presentations, as well as comments not made by the person making the presentation. 

2.1 Session 1 - Introductions 
 

2.1.1 US National Virtual Observatory: Semantic Grid + Database Federation (Roy 
Williams) 
What is the NVO[2]? It is a set of standard protocols - e.g. for XML data transfer 
(VOTable[3]), resource descriptions (VOResource[3], etc), resource publication/discovery 
(OAI[5]), semantic types (Uniform Content Descriptors, UCDs[6]), and standard services 
(e.g. Cone Search[7], Simple Image Access[8]) – plus the capability for doing computations 
with large data volumes on the Grid, for cross-matching entries in different databases, and 
federating images to produce atlases.The NVO is already facilitating new science – for 
example, the discovery of a new brown dwarf by one the NVO pilot projects, which 
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performed a computationally challenging billion-object cross-match between the SDSS[9] 
(optical) and 2MASS[10] (near-infrared) sky surveys, thus demonstrating that the VO is 
greater than the sum of its parts. 
The first standard VO service is Cone Search, which has as input a position on the sky 
(expressed as Right Ascension and Declination in J2000 coordinates) and a search radius, and 
which returns a VOTable documented containing all the sources within that sky region from 
the data set being searched. The NVO has a Cone Search Registry[11], which comprises cone 
search services of a fixed shape, all taking an HTTP get request of a specified format 
(encoding the RA, Dec and search radius) and all returning a VOTable, with columns tagged 
with UCDs (e.g. POS_EQ_RA_MAIN for Right Ascension) to provide the semantic content 
required for subsequent use of the data; adherence to this fixed shape is tested upon 
registration of a cone search service, but continued existence of, and compliance by, the 
service is not checked subsequently. Standard service specification allows the federation of 
multiple services: for example, a cone search can be combined with a density probe service to 
produce a map showing the source density within a given sky survey. 
The Simple Image Access Protocol (SIAP) is a means by which a user can obtain images of 
interest from a given region of sky. The user queries an SIA server regarding a region of sky 
(and possibly additional criteria, such as image type and geometry), and is returned a 
VOTable listing relevant images, each with a URL from which the image can be retrieved, as 
well as additional metadata describing its properties (e.g. footprint on the sky, astrometric 
description, etc). Such a service works equally well for a database of discrete pointed 
observations (such as the Hubble Space Telescope archive[12]) or a sky survey (such as the 
Sloan Digital Sky Survey) composed of contiguous imaging data, and is designed as a first 
step in more complex image manipulation tasks, such as mosiacking and reprojection. 
The NVO Data Inventory Service (DIS[13]) is essentially an update to the existing 
Astrobrowse[14] system and enables a user to find out about all data holdings related to a 
given area of sky: AstroBrowse took you to the archives, whereas DIS also queries them to 
check that there could be data there - e.g. the correct hemisphere of coverage. This 
information is kept up-to-date through communication between NVO registries in different 
locations using OAI protocols. For example, an astronomer at Caltech may publish a data set 
at his local registry in Pasadena, and its metadata will be propagated to other registries 
throughout the US so that, for example, a second astronomer at NASA Goddard in Maryland 
may learn about it through a DIS query to her local registry in Baltimore. DIS takes a cone 
search as an input, and it returns a listing of the relevant images and catalogues, into which 
the user may drill down further, to obtain the required data, or from which a user’s tool may 
obtain the information required to access the required data programmatically; having 
programmatic access to data is the key, rather than the adoption of a particular protocol to 
implement it. This procedure will be aided by the availability of a standard XML schema 
describing space-time quantities[Error! Reference source not found.], such as the sky 
coverage of a dataset. UDDI[16] was assessed as a possible means of implementing the DIS, 
but its restriction to storing business-related metadata means that it is inapplicable to the VO, 
as has been found in many other sciences. DIS builds on OAI, but is not identical to it, partly 
because the recommendation from the digital library community was that the VO should take 
what parts of their standards are useful and build on top of them to yield what is really needed 
for astronomy, rather than to swallow completely standards from another discipline, which 
would inevitably not be a perfect fit to the requirements of the VO. 
It is envisaged that the VO Registry will have three interfaces: publish, query and OAI, with 
the query interface providing the means by which complex services can be composed. The 
registry will contain entities with globally-resolvable identifiers (i.e. a resource ID of the form 
ivo://me.com/file123 is known to have been assigned by authority me.com) of which a number 
of different views are presented. These views are the different combinations of metadata, 
which are relevant in different situations, and, by analogy with the US tax system, this may be 
implemented through use of a set of mandatory basic information, in combination with one or 
more additional sets providing additional information only relevant to particular specific 
contexts. 
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It is expected that the Dublin Core will form the basis for metadata specification in the VO: it 
is a global standard, and will provide a way for the VO to interoperate with the digital library 
world: at the very least, a Dublin Core view could be provided to facilitate that interface. It 
does, however, have some limitations, when applied to the VO. For example, date is “A date 
of an event in the lifecycle of the resource”, which is too vague to be useful, while Dublin 
Core is also unable to handle hierarchies of resources – e.g. a publication bringing together 
previously-published information – which is unfortunate, nor does it include a versioning 
mechanism by which out-of-date information can be obsoleted. Alternative approaches being 
discussed within the VO community include the use of references to a data model to track the 
provenance of data sets from the telescope to the astronomer’s desktop. Ideally, any 
provenance track should include the descriptions of all algorithms run on the data, so that any 
derived dataset can be reproduced, if required, but it is unclear how this can be done in 
practice, when many data processing steps in astronomy can be quite complex.  
Another important issue is the maintenance of metadata in registries. It would be beneficial 
for this to be an automated procedure – e.g. a robot sniffs each resource in the registry each 
night to determine if its contents have changed – as this would ease the burden on data 
curators, but the practicalities of doing that have not been addressed. Whatever the 
mechanism used, the problem faced in all scientific disciplines is that people will only 
provide well-characterised metadata when they realise that they need it for their own work, or 
some external force (e.g. a funding agency) compels them to do so. If the ultimate goal of the 
VO – and similar e-science initiatives in other areas – is, as some see it, the provision of peer-
reviewed datasets, well characterised by good metadata, then the sociological challenges are 
at least as great as the technical ones. 
 

2.1.2 Structured Data and the Grid: Access and Integration (Malcolm Atkinson) 
The driving factor behind e-science is the exponential data growth rates seen in many fields 
of science, engineering, medicine and business, which are enabling – and requiring – a whole-
system approach, which, in most disciplines, can only come about through the coordinated 
action of a three-way alliance between experimentation, simulation and computer science 
communities. The data avalanche is requiring new ways of working: multi-national, multi-
disciplinary consortia, based on a common trust in a shared computational infrastructure. 
Databases are at the core of e-science. Much communication within e-science is mediated by 
databases, and the integration of geographically-separated, independently-managed databases 
is the key to many e-science initiatives. Individual databases are increasing in size at great 
rates, and their number is also increasing dramatically in many fields. Increasingly science 
will be about combing these large databases – often in unusual combinations – to discover 
new phenomena, while decision-making processes in many business areas will become 
dependent on the results of similar statistical analyses.  
The transition from terabyte to petabyte databases brings with it many challenges. Practical 
concerns (e.g. a petatype disk system will have a footprint of ~60m2, weigh ~30 tonnes and 
consume ~100kW of power) dictate that petabytes of data must not be moved: they must be 
curated at the sites where they are created. This imposes serious requirements on those sites, 
some of which simply cannot meet them: for example, a modern hospital generates ~PB of 
image data per year, but typically throws essentially all of the data away, as they cannot 
curate them. Sociological changes are required in the way that scientists work, too: a biologist 
may be used to taking a snapshot of a particular database once a week and then running a set 
series of queries on that copy in a private environment, but that won’t be possible once the 
database in question is a PB in size; notification of changes may have to be the norm, rather 
than the taking of snapshots. 
The mantra in this new world is “move the computation to the data”, resting on the 
assumption that the code is significantly smaller than the data on which it can be run. This 
requires innovation in a number of areas, from the development of new storage architectures 
(e.g. putting CPU power onto the disk controller) to new database philosophies, in which 
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queries are dynamically re-organised and bound. A major issue will be the safe hosting of 
arbitrary computations: it is difficult to create proof-carrying code when that code has to 
interact a lot with its environment. Another requirement is the ability to decompose 
applications, so that behaviour-bounded sub-components can be shipped to the relevant data.  
The complex set of requirements means that the research community alone cannot produce 
and maintain the software needed for this infrastructure – it will require significant input from 
the IT industry, too…and this is starting to be seen, in the shape of IBM, Oracle, Microsoft, 
HP and Sun. 
Data Access and Integration is addressed within the Grid community primarily by the DAIS 
WG[17] of the GGF[18], and by the OGSA-DAI[19] project, which is producing the first 
reference implementation of data access and integration services; essentially those specified 
by the DAIS WG, although there are currently some terminological mismatches between the 
two. Taken together this activity represents the first concerted effort towards producing a 
generic framework for the integration of data access and computation. It aims to use the Grid 
to take specific classes of computation closer to the data, and to do this through the 
production of kits of parts for building tailored data access and integration applications. The 
initial focus is on (relational and XML) database access, but the conceptual vision extends to 
encompass all ways in which people store data.  
This conceptual model is based on an external universe in which there are external data 
resource managers (e.g. DBMSs), external data resources (e.g. individual databases) and 
external data sets (e.g. query result sets extracted from a database). DAI Service classes (data 
resource manager, data resource, data activity session, data request and data set) then map on 
to these entities and mediate the interactions between them. 
The initial suite of DAI services are envisaged to run as follows: 

• 1a. A Client sends a request to a Registry, asking for sources of data relevant to “X”; 
• 1b. The Registry responds with a handle to a Factory; 
• 2a. The Client uses the handle to send the Factory a request for access to a database; 
• 2b. The Factory creates a GridDataService to manage that database access; 
• 2c. The Factory returns a handle to that GridDataService to Client; 
• 3a. The Client sends a query (in SQL, Xpath, etc) to the GridDataService.; 
• 3b. The GridDataService interacts with the database to have the query executed; 
• 3c. The GridDataService returns the query results to the Client in XML. 

All these stages are mediated by the exchange of messages over SOAP/HTTP, except for the 
interaction between the GridDataService and the database (which proceeds according to the 
database API) and the creation of the GridDataService by the Factory; the Factory can be 
thought of as equivalent to new in Java, as it performs an instantiation and obtains a handle to 
the instantiated object. Future DAI services are intended to embed application code into the 
GridDataService, and to allow the composition of more complicated services via the chaining 
of GridDataServices and GridDataTransformationServices. 
Scientific Data provide specific challenges and opportunities in DAI arena. One of their 
salient features is that they tend not to be changed on an unpredictable timescale, as is the 
case, e.g., in an airline booking system. As far as the VO goes, its most significant challenge 
to the DAI community is the size of some of the database tables found in astronomy, although 
it is not clear how large the tables that have to be moved on the WAN will be. Another 
problem is how to perform the detection of misconstructed queries and workflows and how to 
let the user know about them. This will clearly be aided by the use of (e.g. 1% and 10%) 
subsets of data for debugging purposes, and by an iterative working process which allows for 
the storage of intermediate results upon which garbage checking can be run. 
New programming languages – or, at least, notations – may need to be developed, which 
support the decomposition and analysis seen as key to this enterprise. Crudely speaking, one 
might say that Java is too powerful a language and SQL not powerful enough, but from which 
end should the derivation of a new language begin? Whatever language is employed, the use 
of patterns and skeletons propagate best practice between developers, and tailor new 
applications to those shapes, so compiler-writing teams can optimise more easily. 
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2.2 Session 2 – Astronomical Databases 

2.2.1 Astronomy Databases (Jim Gray) 
The evolution of science involves four kinds of activity: Observational Science (scientist 
gathers data by direct observation and analyses them); Analytical Science (scientist builds 
analytical model, which makes predictions); Computational Science (analytical model is 
simulated, to validate it and make more predictions); and, increasingly, Data Exploration 
Science (observational or simulated data are processed by software and placed in a database 
or files, and these are what the scientist work with).  
Computational Science itself is evolving. No longer just simulation, there is an increasing 
emphasis on informatics; on capturing, organising, summarising, analysing and visualising 
data. Call this X-info, where X stands for one of any number of sciences. It is unclear yet 
whether the simulation and informatics strands in computational science will merge or 
diverge. X-info is largely being driven by observational sciences, but also by large 
simulations, since there are data avalanches underway in both: data volumes of 100s of TB or 
petabytes are now found in many areas of science.  
X-info needs the combined efforts of four classes of people: Scientists – to provide the data 
and the questions to be addressed using them; Plumbers – to build the databases to store the 
data and to execute queries on them; Miners – to develop the data mining algorithms with 
which the questions can be addressed; and Tool-makers – to develop the visualization tools 
which help the scientists make sense of the data and the results of the data mining algorithms. 
Computers and data are growing at roughly the same rate, so conventional statistical 
algorithms whose computational cost varies as the square or cube of the data volume cannot 
keep up with the data avalanche. What is needed are efficient statistics, even if they yield 
approximate answers, and their development requires a combination of statistics and 
computer science. Most statistical analyses have typically been run on flat files, but databases 
do the job better: tremendous speed-up can be obtained by using indices to limit search and 
by the parallelisation of data search and analysis. 
Large data sets must remain with their owners: supercomputer centres become super data 
centres. The federation of distributed databases can be performed using web services, which 
allow a uniform global schema, hiding the heterogeneity at the level of individual databases. 
Web services enable internet-scale computation, via the exchange of XML documents and the 
Grid will comprise many web services. 
The World Wide Telescope (a.k.a. the Virtual Observatory) is a good exemplar of this new 
approach to science. The basic premise is that all astronomical data are available online, or 
could be. In that way, the internet is the world’s best telescope, as it offers access to all extant 
astronomical data, with availability independent of weather conditions, and also integrates 
those data to the astronomical literature. Astronomical data is ideal for use in the development 
of this new type of science because it has no commercial value or ethical constraints, there’s 
lots of it, it’s complex, it’s heterogeneous and it’s real.  
Files vs Databases. Each has its advantages and disadvantages. 

• Files: 
o Advantages: simple, reliable, common practice, matches C/Java 

programming model 
o Disadvantages: Metadata in program not in database. Recovery is “old-

master new-master” rather than transaction. Procedural access for queries. No 
indices unless you do it yourself. No parallelism unless you do it 
yourselfDatabases: 

o Advantages: Schematized (schema evolution, data independence), reliable 
(transactions, online backup), query tools (parallelism, non-procedural), 
scales to large datasets, web services toolsDisadvantages: -Complicated, new 
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programming model, depend on a vendor 
(all give an “extended subset” of the “standard”), expensiveDespite their 

drawbacks, databases remain the only choice for large, complex data sets upon which 
complex queries will be run. Care must be taken, though: vendor-specific features must be 
minimized to aid interoperability, and ease of migration between DBMS, should that be 
needed. Java may also help with this, by providing an alternative to the creation of lots of 
stored procedures in vendor-specific ways. 
Astronomical databases typically start with pixel data (intensity in a particular passband at a 
particular location on the sky), and the new generation of sky surveys typically produce 10s 
of TB of pixel data. From these pixel data are created catalogues of objects (lists of attributes 
with uncertainties) and it’s common for these to comprise hundreds of attributes for billions 
of objects now. Most scientific analyses use the catalogue data, although some require the 
pixel data. A great many astronomical queries have a spatial component, so a spatial indexing 
scheme is crucial for good query execution performance.  
Database design is an iterative procedure. A good process is to define 20 queries which 
represent the range of questions you think users want to ask of your database, and design your 
database to execute them well. It is important to choose the names of attributes carefully and 
to document their definitions, units and derivations, so that the data can be used in effective 
and meaningful ways. 
The SDSS database experience has generally been a success story. Loading a large database 
takes a lot of time and has to be repeated more often than one might imagine, so automating 
that procedure is well worth the effort. The analysis of the traffic on the production database 
shows that most of the CPU time is spent on queries that yield zero or one rows, and that one 
row is also the most common output size. The peak in the traffic so far is 12M rows/hour. 
The future is the ability to bring more code into the database, so that it will be easier to add 
spatial access functions, etc, without the overhead of a function call to outside. Increasing use 
of XML (e.g. XQuery[20] for querying) is another trend. 
The .Net DataSet concept is proving very useful for SkyQuery[21], etc. A DataSet is 
essentially a SOAP message with a schema in the header and the data in the body. It also 
allows the hierarchical composition of data, and the use of foreign keys. Another neat feature 
is an updategram, which is a message specifying an update operation to a database. The 
DataSet type is proprietary to .Net, but the Mono[22] open source implementation now has it, 
and DataSets can now be ingested into Java. As yet there is no problem with XML data 
exchange in prototype VO systems, like SkyQuery, but this arise when they are used in 
earnest, in which case DIME[22] offers a possible solution.  
 

2.2.2 WFCAM Science Archive (Nigel Hambly) 
Wide field astronomy centres on large public sky surveys; typically multi-epoch and multi-
colour. Recent decades have seen a shift from photographic surveys (e.g. the SuperCOSMOS 
Sky Survey[24]) to CCD-based optical surveys (e.g. Sloan) and their analogues with infrared 
detectors (e.g. the UKIDSS[25] survey with WFCAM[26] on UKIRT[27]). These all yield 
multi-TB datasets, which will be key components of the Virtual Observatory. 
Local work within the Wide Field Astronomy Unit[28] in Edinburgh has followed that 
transition, from SuperCOSMOS to WFCAM to VISTA[29]: 

o SuperCOSMOS: is a high performance plate-measuring machine. Generating 10 
GB of data per day. It digitizes images at 0.7 arcsec/pixel, and stores then in 2 
bytes/pixel. The SuperCOSMOS Sky Survey currently comprises coverage of the 
whole of the southern hemispheres in three colours (B, R, I) and four epochs (there 
are two epochs at R), yielding a total pixel volume of about 15TB (uncompressed). 
The scanning of northern hemisphere plates has started, and coverage in two bands 
should be complete by the end of 2005. 

o WFCAM: is the new camera on UKIRT, whose IR-sensitive detectors will generate 
~100GB/night, with 0.4 arcsec/pixel and 4bytes/pixel. A series of public surveys 
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with WFCAM is being conducted by the UK Infrared Deep Sky Survey (UKIDSS) 
consortium. They will cover about 10% of the sky in total, but to a variety of depths 
and using different combinations of five filters (zJHYK). Over a seven year period, 
starting in 2004, WFCAM will generate ~100TB of pixel data. 

o VISTA: will have four times as many detectors as WFCAM and general 
~500GB/night, for about ten years, starting in 2006. It will observe in four colours 
(zJHK), with 0.34 arcsec/pixel and, like WFCAM, will perform a set of public 
surveys to different depths and over different areas. In total it will generate ~0.5PB 
of pixel data. 

The pixel data are the fundamental quantities in all these surveys. From these are created 
catalogues of detections characterized by a series of attributes and multi-epoch, multi-colour 
detections are associated to yield a source record. Detailed, but relatively compact, 
provenance metadata are stored and must be curated along with the pixel and catalogue data. 
The data ingestion into the new generation of sky survey databases is driven by observing 
patterns, but users require stable, well-defined and complete data sets, necessitating periodic 
releases of database products, rather than continual incremental updates. Typical usages 
involve the federation between several databases. Proximity searches are very common, so 
spatial indexing is crucial. Analyses vary from studies of the ensemble characteristics of 
populations of objects to the search for “1-in-a-million” rare classes of sources, so flexibility 
is the key for data interrogation: new science results from combining and looking at data in 
innovative ways. 
WFAU view the SuperCOSMOS Science Archive (SSA) as a prototype for the WFCAM 
Science Archive (WSA), which, in turn, will be the basis for the larger VISTA Science 
Archive (VSA). The key design requirements for all these are: 

• Flexibility: ingested data are rich in structure, given the WFCAM observing patterns; 
data are ingested daily, but different curation tasks take place on daily, weekly and 
monthly timescales; many varied usage modes are expected; different proprietary 
rights have to be enforced on different subsets of data; and changes/enhancements in 
design have to be allowed, to reflect possible changes in observing or database usage 
patterns. 

• Scalability: ~2 TB of new catalogue data will be ingested per year (derived from 
~20TB of new pixel data per year, whose location on disk must be stored in the 
database), for an operating lifetime in excess of five years, over which time 
performance must be maintained in the light of increasing data volumes. 

• Portability: a phased approach is being adopted to both hardware configuration and 
software design, so that migration to different platform/OS/DBMS can be made, if 
required. 

Following these precepts, the design fundamentals for the WSA are these: 
• The WSA will be built on an RDBMS, not an OODBMS 
• WSA V1.0 will be built on Windows/SQL Server (based on the SDSS 

“SkyServer”[30]); V2.0 may be the same, but could use DB2, or Oracle, depending 
on the results of evaluations currently underway 

• Image data will be stored as external flat files, not BLOBs in the DBMS, but image 
metadata will be stored in the DBMS 

• All attributes will be “not null”, i.e. default values will be used where there is no data. 
• Curation information will be stored in the DBMS along with the data 

themselves.Calibration coefficients will be stored for astrometry & photometry, 
together with instrumental quantities (XY in pix; flux in ADU): the only calibrated 
quantities stored will be based on the current calibration, with all previous calibration 
coefficients available, to allow reconstruction of past calibrations. 

• Three types of duplicate data are identified, each requiring its own procedure: 
o Reruns: reprocessed image data. The same observations yield new source 

attribute values: re-ingest, but retain old parameterisation 
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o Repeats: better measurements of the same source, e.g. stacked image 
detections: again, retain old parameterisation 

o Duplicates: same source & filter but different observation, e.g. overlap 
regions: store all data, and flag “best” 

The WSA hardware design features separate systems of pixel, catalogue, curation and web 
servers, with differing hardware solutions, reflecting their different usage: e.g. the catalogue 
servers require high bandwidth, so will use fast SCSI disks and striping by software RAID, 
while the pixel servers will use IDE disks with hardware RAID5, for low-cost redundancy, 
albeit with lower performance. All servers will be located on a dedicated WSA LAN, with 
Gbit/s ethernet, and only the web server and pixel server will be connected to the outside 
world, using a Gbit/s link from ROE to the JANET[31] backbone, via the University’s e-
science network. Experiments reveal that individual Seagate 146GB disks sustain sequential 
read speeds in excess of 50MB/s, and that Ultra320 controllers saturate at around 200MB/s in 
a single channel. So, the WSA will use only four disks per channel, with data striped across 
them using software RAID. 
The SuperCOSMOS Science Archive (SSA) is a prototype for the WSA, as well as being a 
replacement for the existing flat file storage for the ~1.3TB of SuperCOSMOS Sky Survey 
(SSS) catalogue data. The SSA will offer users a much more flexible and powerful access 
route to the SSS data, as well as offering developers a large testbed, aiding both the design of 
the WSA, but also the development of VO services by both WFAU and AstroGrid[32]. The 
SSA and WSA have many similarities – both include TB-scale spatially-indexed catalogues, 
produced by the merging of multi-epoch, multi-colour detection records – but also a number 
of differences, of which three are noteworthy as regards database design: the pixel and 
catalogue data must be more closely integrated in the WSA; the WSA comprises data from a 
series of nested, science-driven observing programmes, rather than a single, monolithic sky 
atlas, as is the case for the SSA; and the SSS is a static dataset, whereas the WSA must allow 
continual ingestion and curation over a period of many years. 
The SSA relational design is very simple, reflecting the fact that the SSS is a static dataset 
resulting from a monolithic sky atlas. Two large tables dominate the schema: the Detection 
table records the attributes for each discrete entity discovered by the running of the 
SuperCOSMOS image analyser over the pixel data resulting from the scan of a single 
photographic plate; and the Source table, which stores multi-colour, multi-epoch records for 
celestial sources, comprising a set of attributes created by associating detections. The 
Detection table is 0.83TB in size, the Source table is 0.44TB and the remainder of the SSA is 
a set of small tables recording the details of the sky survey observations (the arrangement of 
survey fields on the sky, observing conditions, reduction parameters, calibration coefficients, 
etc), which enable the user to track back from each entry in the Source data to the 
photographic plate from which it originates.  
The development of the SSA design was undertaken using Jim Gray’s “20 queries” 
approach: the 20 queries used in the development of the SDSS were modified to reflect the 
differences between the SDSS and SSS datasets (e.g. the SSS has no associated spectroscopic 
survey – although spectra from the 2dF galaxy and quasar redshift surveys will be included in 
the SSA at a later date), with some of the SDSS queries replaced by ones jointly interrogating 
SDSS and SSS data. 
The development of the WSA followed a similar approach, but with the 20 queries replaced 
by 20 “usages”, which extended beyond database queries to describe scientific analyses, and 
supplemented by a set of curation use cases. These two changes were made, respectively, in 
the light of the facts that the WSA must be integrated with data exploration services within 
the VO framework, and that the curation of the growing archive over the lifetime of WFCAM 
will be a major challenge in itself. The WSA pixel data will be stored as FITS[33] files on 
disk, but with all metadata (i.e. all FITS header information, plus additional curation 
information) stored within the WSA database; an access layer will serve pixel data to users. 
The WSA catalogue data will be stored in a series of databases, as necessitated by the 
complicated observing patterns of UKIDSS. WFAU will have a private database which is 
expanded incrementally as new data arrive from the pipeline processing centre at Cambridge. 
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At regular intervals, proprietary data releases will be made to the UKIDSS community 
(effectively all astronomers in ESO[34] member nations and Japan) by selecting complete and 
consistent subsets of data from the private database. These release datasets are then 
subsequently made globally accessible once their proprietary periods have elapsed. WFCAM 
data from individual, non-UKIDSS observing programmes will be placed into their own 
databases, for eventual public release once their proprietay periods have expired. The image 
metadata model for the WSA is based on the programme under which the images were taken 
(each UKIDSS survey will have its own programme ID) and the survey field in which it was 
taken. This model persists all the information required for, and recording the process of, the 
reduction of each science image frame; links are maintained to all calibration images and 
coefficients, as well as all previous versions of them, since recalibration (both photometric 
and astrometric) is certain to take place. The general catalogue model for the WSA has the 
same Detection and Source basis as that for the SSA, enabling the tracking back of source 
records to their parent images and calibration data, with the additional complication that “list-
driven remeasurements” are made at every source position in every available image; so, for 
example, if a detection is not made at a given position in a K band image, say, with sufficient 
S/N for inclusion in the K band catalogue derived from that image, there will still be attributes 
in the WSA describing the K band properties of low-significance detections or upper limits at 
the locations of every source detected in another passband in that field. 
Copies of important external datasets (e.g. 2MASS, SDSS, etc) will be kept within the 
WSA, although this may be replaced subsequently by access to these via some VO method. 
Associations between WFCAM sources and records in these external datasets are not 
hardwired into the WSA; rather, a set of “cross-neighbour” tables will be created recording 
which records from each external dataset lie within a certain distance of each WFCAM 
source, and this information can then be used as the basis for more sophisticated association 
techniques procedures, appropriate to the particular scientific analysis being undertaken. 
Both the SSA and Version 1.0 of the WSA will implement the HTM[35] indexing scheme 
and associated store procedures for spatial data access developed by Jim Gray and Alex 
Szalay’s group at Johns Hopkins; more generally, the development of both databases has been 
aided immensely by their generous advice and support. The clustered index for the source and 
detection tables in both databases will be the appropriate objid attribute, which encodes 
spatial information, as well as being the primary access route for the HTM stored procedures. 
A series of experiments into what further indexing is required for the SSA to optimise 
performance on the “20 queries” is currently underway, and the indexing of both the SSA and 
WSA will be kept under review in the light of the usage of the live systems. Astronomers will 
be able to access WSA data via several user interfaces. The initial set will include web forms 
and the input of SQL statements, as well as access from the CDS[36] Aladin[37] tool, while a 
suite of web services for more sophisticated access to, and analysis of, the data will be 
developed over time, with the SSA as the testbed for software to be deployed on the WSA 
and with the ultimate goal of recasting them as Grid services, as appropriate for integration 
into the VO.  

2.2.3 Spatial Indexing (Clive Page) 
The raw data types in different areas of astronomy vary markedly. The simplest are the 
images found in ultraviolet, optical and near-infrared astronomy: modern detectors in these 
passbands vary from 1k x 1k pixels to ~20k x 20k, and take frames at intervals ranging from a 
fraction of a second to a few minutes, depending on the target, passband and conditions. In 
the X-ray and gamma ray bands, individual photon events are detected, and the basic data 
type is the event list, which record the time and location of each photon event, as well as an 
estimate of the photon’s energy. The most complex case is that of radio interferometry, where 
what is recorded is visibility data; samples drawn from a sparse Fourier transform of the sky, 
reflecting the arrangement of the individual dishes making up the interferometric array. 
From these raw data are produced a variety of derived data products - images, spectra and 
time-series – representing different projections of a multi-dimensional data cube covering the 
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spatial, temporal and frequency domains. Most astronomical research is undertaken using 
catalogues of sources derived from image data. These catalogues are represented in tables 
which can be either long or wide or both. To take three recent examples: the (optical) USNO-
B[38]contains 1,045,913,669 rows and 30 columns; the (near-infrared) 2MASS catalogue has 
470,992,970 rows and 60 columns; and the 1XMM[39] (X-ray) catalogue has 56,711 rows 
and 379 columns.  
There are three main operations required on these tables: 

o Selection: either selecting objects within a given area of sky (called a “cone search” 
if only a sky position and search radius are specified) or with values for other 
attributes within certain ranges; 

o Spatial join: matching entries in different tables believed to represent observations of 
the same object at different epochs or in different passbands: an important variant on 
this is a left outer spatial join, in which the astronomer wants to find the sources in 
one catalogue for which there does not exist a counterpart in a second catalogue; 

o Self spatial join: for studying the clustering of galaxies, discovering multiple stars, 
selecting guide stars to aid observations of particular targets, etc. 

Online services are currently available for a subset of these operations on a variety of 
different datasets: many cone search web services have been implemented, under the aegis of 
the NVO; some spatial join services are available, such as Astrobrowse, VizieR[40] and 
SkyQuery; and the SDSS SkyServer database provides a self spatial join capability via its 
“neighbor” table. 
There are several problems with handling tables of astronomical data on the celestial 
sphere:  

o Spherical polar coordinates are used, namely Right Ascension and Declination, which 
are the analogues of longitude and latitude, respectively; 

o This coordinate system has singularities at the celestial poles, and distortions in scales 
everywhere except on the celestial equator; 

o Right Ascension (RA) wraps around from 24 hours (=360º) to zero at the prime 
meridian of the celestial sphere; 

o Distances between points on the celestial sphere must be computed using the great 
circle distance formula, which is much more complicated to write (e.g. in SQL) than a 
simple Cartesian distance; 

o Positions of astronomical objects have varying precisions, as a result of the different 
angular resolution inherent in different instruments, so spatial joins are “fuzzy” and 
must include consideration of the error regions around source positions. 

Astronomers have tried a number of different approaches to spatial indexing, namely: 
o A “home brew” slicing of the sky; 
o A B-tree index on only spatial dimension (typically Dec, to avoid the RA wrap-

around problem); 
o A mapping function from 2-d to 1-d, followed by use of a B-tree; 
o A true 2-d indexing scheme, such as an R-tree. 

with each of these having particular advantages and disadvantages. 
A “home brew” slicing of the sky has been adopted by both the USNO-B and 2MASS 
catalogues, which are both distributed in a set of files, each one representing a 0.1 degree strip 
in Declination, with objects stored in RA order within each file. Software such as 
WCSTOOLS[41] provides fairly efficient access to data in this format via a cone search, but 
spatial joins cannot be performed efficiently. 
Indexing on Dec alone is implemented by many data centres. For a table like the USNO-B 
catalogue, with ~109 rows, and a typical search radius of ~3 arcsec, this arrangement may be 
five orders of magnitude slower than using a 2-d index. Its inefficiency is compounded for 
spatial joins by the fact that they require an unusual predicate [abs(dec1-dec2) < 
combinedError], which is unlikely to be handled well by optimisers in conventional DBMSs. 
Use of mapping function from 2-d to 1-d (i.e. pixelisation of the sky) is an attractive idea, in 
principle, since each point in the sky is reduced (at a given resolution) to an integer pixel 
code, which can be indexed using a simple B-tree, and various space-filling curves (e.g. 
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Hilbert and Peano curves, Z-filling indexes) have been used for this. These pixel indexes tend 
to perform well when searching for single pixels, but problems arise with the harder problem 
of searching for all the pixels covering an extended region of the sky. The generic problem 
here is that, while the median performance for this operation may be satisfactory, there are a 
sufficient number of situations in which the search time in extremely long (i.e. neighbouring 
pixels with markedly different index values) that the mean performance under such a scheme 
can be poor. Amongst the most widely used pixelisation schemes for astronomical data are: 

o HEALPix (Hierarchical Equal Area Isolatitude Pixelisation[42]), devised by Kris 
Gorski and descended from the Quad Tree system used for the COBE[43] cosmic 
microwave background (CMB) mission. HEALPix is based on the division of the 
sphere into a set of twelve curvilinear quadrilaterals by great circles, and their 
hierarchical subdivision into sets of four pixels of equal area. HEALPix was 
designed with the spherical harmonic transformation of an all-sky map (as in CMB 
analyses) in mind, since its equal area pixels with centres on lines of equal latitude 
reduce the double integral required for that operation to a particularly simple form. 

o HTM (Hierarchical Triangular Mesh), devised by Alex Szalay’s group at Johns 
Hopkins. HTM starts with the projection of the sphere onto an octahedron, followed 
by subdivision of each face of the octahedron into four smaller triangles with vertices 
at the midpoints of the parent triangle. This is now implemented in a number of large 
astronomical databases, notably that of the Sloan Digital Sky Survey. 

The hierarchical nature of both these pixelisations is important, since it means that searches 
at different resolutions map to operations on different bits in the integer pixel code, so that 
each search can be performed at an appropriate granularity, to aid performance. Spatial joins 
in pixelised catalogues may be performed using the PCODE method, which employs a table 
which lists the distinct pixels (at an appropriate resolution level) in which the error circles of 
all pairs of records from two catalogues overlap, or, as in the SDSS and SSA/WSA, by 
storing tables of neighbours and “cross-neighbours”.  
True spatial indexing in two dimensions has been a computer science research topic for 
several decades. A vast array of prescriptions have been devised – e.g. BANG file, BV-tree, 
Buddy tree, Cell tree, G-tree, GBD-tree, Gridfile, hB-tree, kd-tree, LSD-tree, P-tree, PK-tree, 
PLOP hashing, Pyramid tree, Q0-tree, Quadtree, R-tree, SKD-tree, SR-tree, SS-tree, TV-tree, 
UB-tree – but none of these really satisfies the desiderata of compactness, efficiency and 
reasonable worst-case performance. Of these, the R-tree was one of the earliest indexing 
schemes, and has been implemented in several modern DBMSs, e.g. Informix, MySQL, 
Oracle, PostgreSQL, and Sybase. The use of R-tree indexing in astronomy requires the 
construction of a rectangular box around the error ellipse of each source; the box becomes 
very elongated in the RA direction near the poles, and it must be large enough (i.e. 
encompassing as much of the probability distribution of the source’s positional error) as is 
ever likely to be required if it is to be effective. The main problems with R-tree indexing are 
the size of the indexes created and the time taken to create them. These two factors disfavour 
R-trees in comparison with the PCODE method, but the latter does require the creation of 
additional tables and indexes, as well as a more complicated join structure. 
In summary: 

o Indexing on just one spatial axis is simply too inefficient for large tables and cannot 
support joins; 

o R-trees are powerful and easy to use, but index creation times are a serious cause for 
concern; 

o 2d-to-1d mapping functions, such as HTM or HEALPix, are more complicated to use, 
but may be faster in some cases. 

Irrespective of the indexing scheme used, query performance may be improved either through 
parallelism (either using capabilities of the DBMS engine itself or through a DIY division of 
data into several databases) and/or, for some applications (e.g. queries involving statistical 
operations such as min, max, variance on attributes) by storing the data in column order: 
this latter is used within certain specialized database systems (e.g. in financial markets, where 
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statistical analyses of time series data on share prices is vital) and is implemented in some 
commercial DBMS, such as Sybase IQ. 
The distributed nature of astronomical archives causes some problems which the efficient 
spatial indexing of individual databases cannot solve. For example, an outer join requires 
every row in Table#1 to be present in the output, so there is little point in attempting a join 
over the network, when it is simpler to copy Table#1 to the host holding Table#2. Perhaps 
this motivates the setting up of an astronomical data warehouse with services to import tables 
and join them. 

2.2.4 Interoperability of Astronomy Data Bases (Françoise Genova) 
Astronomy is a small discipline, with few commercial constraints and long-term partnerships 
within the community have defined exchange standards: e.g. the Flexible Image Transport 
System (FITS). Astronomical information from raw data to derived results are available 
online, and early attempts to make the many data sources interoperable included the use of 
name resolvers which take as input the name of a celestial object and return its position. This 
world is changing, with the advent of very large sky survey databases and the arrival web 
services as the basis for an interoperable VO.  
An early success for astronomical interoperability was the bibliographic network, which 
links electronic versions of journals, the NASA Astronomical Data System (ADS[44]) online 
archive of scanned literature, and some of the major data centres (e.g. NED[45], 
SIMBAD[46]), through the use of an agreed bibcode[47] to reference literature sources: the 
bibcode, e.g. 1999A&A...351.1003G is a 19-character string which encodes the year of 
publication, the name, volume and page number of the publication and the first letter of the 
author’s surname. Using the bibcode it is possible to link from the references in a paper to the 
NASA ADS system, and this also provides a means of checking the accuracy of references 
quoted in papers.The NASA ADS provides links to electronic versions of journals, scans of 
older publications, abstracts for publications unavailable online, and links to other 
information, so that, for example, it is possible to start with a query on an author’s 
publications and track back to the original data used in them. The reverse is possible using the 
HST Archive, which tracks data from original observation to use in publications. Another 
example of links between distributed bibliographic resources is found in the online version of 
the European journal Astronomy and Astrophysics (A&A[48]), which links object names 
tagged by the authors to SIMBAD, allowing users to discover other data relating to those 
celestial sources. The lessons learnt from the development of the bibliographic network 
include the importance of de facto standards developed by the close cooperation between the 
leading players in a given area, and the snowball effect that follows from the adoption of 
these standards by others beyond their originating group. The bibcode provides an easy-to-
build link between literature resources, but the development of value-added services like this 
requires the efforts of expert teams.  
Another notable success has been the ReadMe[49], a common description for tabular data, 
relating their physical organisation to their contents. The abstraction of physical to logical file 
locations using the GLU (Générateur de Liens Uniformes[50]) has proved very valuable. 
GLU provides a distributed registry, in which basic information regarding data sources 
(including their query syntax) is stored and mappings from physical to logical URLs is made, 
to aid the handling of the inevitable occurrence of URL changes, and to enable the selection 
amongst multiple mirrors of popular resources at different locations on the network.  
A crucial input of semantic content into the early VO has come from the Uniform Content 
Descriptors (UCDs), which comprise a controlled vocabulary of concept names. These were 
originally derived from an analysis of the 100,000 columns in the tables held in the VizieR 
system at CDS, which yielded a set of 1,300 UCDs, originally arranged into a tree structure. 
Tools exist for the semi-automatic assignment of UCDs to columns in a table, based on a 
description of the column and the units in which its values are expressed. The great benefit of 
UCDs is in the comparison of data from different tables: the column names used in each table 
may be completely opaque, but, so long as both are labelled with UCDs, a user can assess 
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what combinations of data from which columns are likely to be meaningful. The initial UCD 
set is currently being reviewed under the aegis of the Interoperability Working Group of the 
International Virtual Observatory Alliance (IVOA[51]); the original tree is being pruned and 
restructured, and a procedure for the addition of new UCDs to the hitherto static set, is being 
developed, with the aim of having a draft IVOA standard for UCDs ready in October 2003. 
The future for astronomical interoperability is likely to see the use of further knowledge 
bases, such as lists of object names, journal keywords, and a thesaurus built by librarians, all 
describing astronomy from different points of view and possibly converging on a common 
ontology for astronomy. 
 

2.3 Session 3 – Data Grid: Status and Plans 

2.3.1 EU DataGrid Data Management Services (Peter Kunszt) 
The EU DataGrid (EDG[52]) is a three-year project, running from 2001 to 2003, funded by 
9.8M Euros from the EU, plus twice that amount from a total of 21 partners, which include 
research and academic institutes, plus industrial companies. Its aim is to built and exploit the 
next generation of computational infrastructure, providing intensive computation and analysis 
of large-scale, shared databases. 90% of the project’s funds are devoted to middleware and 
applications in three areas, High Energy Physics, Earth Observation and Biology, and the goal 
is to develop international Grid testbeds based on world-wide virtual organisations within 
these communities.  
The project schedule advances through four testbed stages:  

o Testbed 0 – early 2001: Deployment of Globus[53] 1 software in an international 
testbed 

o Testbed 1 – 2002: 
o Testbed 2 – now: complete rewrite of some components, building on Testbed 1 

experience. 
o Testbed 3 – October 2003. 

Project funding stops at the end of 2003, but the project may carry on for a few months of 
tidying up and documentation. All deliverables have been produced on schedule so far, and 
all documentation (requirements analyses, design documents, etc) and software can be 
downloaded from www.edg.org. A major re-orientation took place in August 2002, as the 
project shifted in spirit from being an R&D testbed to delivering a production Grid. 
The EDG is divided into twelve work packages in four work areas:  

o Middleware work area: WP 1 – Work Load Management System; WP 2 – Data 
Management; WP 3 – Grid Monitoring/Grid Information Services; WP 4 – Fabric 
Management; WP 5 – Storage Element; WP 7 – Network Monitoring. 

o Testbed Infrastructure work area: WP 6 – Testbed and Demonstrators. 
o Applications work area: WP 8 – High Energy Physics applications; WP 9 – Earth 

Observation applications; WP 10 – Biology applications. 
o Management work area: WP 11 – Dissemination; WP 12 – Management.  

The story of the EDG has been that of trying to make a real Grid:  
o Testbed 0 suffered from immature technologies: many configuration and deployment 

issues, stability problems and obscure errors. 
o Testbed 1 revealed many design bugs in Globus which required the EDG team to 

develop core Grid services which they had expected to borrow from elsewhere, 
thereby necessitating the project’s re-orientation to achieve stability. Specifically, 
there were issues with GASS[54] (which was fixed using Condor[55]) and with 
MyProxy[56] (which could never be used), while the larger scale of the EDG testbeds 
revealed scalability problems with MDS[57] which US testbeds had not found.  

o Testbed 2 is seeing the re-engineering of a number of essential components: a new 
resource broker; R-GMA[58] instead of MDS as the information system; concrete 
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support channels (VDT); and the use of a new configuration tool, LCFG-ng[58] from 
the University of Edinburgh.  

The current EDG Grid middleware hourglass has at its foundation standard OS, Network and 
Storage Services, upon which lies a level of Basic Grid Services, some of which come from 
Globus 2.2 and some of which were built by the EDG themselves. On top of that sits a layer 
of High Level Grid Services developed by the EDG, and then, in the case of the HEP 
applications, a Common HEP Application Services layer, on which sit Specific Application 
Services for each HEP experimental group.  
EDG WP2 on Data Management is responsible for: transparent data location and secure 
access; wide-area replication; data access optimisation and metadata access. Important related 
activities for which it is not responsible are: data storage (WP5); provision of proper RDBMS 
bindings (Spitfire[60]); remote I/O (GFAL[61]: essentially NFS with X.509 certificates); and 
the security infrastructure (VOMS[62]). The WP2 services are based on the following 
principles: 

o Java web services with RDBMS bindings: currently using Tomcat[63] and Oracle 
9iAS, soon to use WebSphere; interface definitions in WSDL[64]; client stubs for 
many languages – C/C++, Java; persistent service data in RDBMSs – currently 
MySQL and Oracle, soon DB2.  

o Modularity: modular service design for plugability; no vendor-specific lock-ins. 
o Evolvability: easy adaptation to evolving standards (e.g. OGSA, WSDL 1.2) and 

migration to other OS/DBMS platforms. 
The basic functionality of the Replication Services starts with Storage Elements; files may be 
replicated in Storage Elements located at several sites in the Grid. A Replica Manager ensures 
the atomicity of operations on files, maintaining the consistency of Storage Element and 
catalogue contents. Each file has a Grid unique ID (GUID), and the physical locations 
corresponding to the GUIDs are maintained by the Replica Location Service. Users may 
assign aliases to GUIDs, and these are then stored in the Replica Metadata Catalog. The 
schema of the Replica Metadata Catalog is fixed by the administrators of the particular virtual 
organization; while the Replica Metadata Catalog allows users to record metadata which is 
often otherwise encoded in the filename, this is only possible within that fixed schema. This is 
recognised as quite a restriction, since experience within the biological sciences community 
suggests that individual users will want to extend the schema to match their particular 
requirements. This restriction was, however, needed to allow development of a practical 
system and one specifically aimed at meeting the needs of the LHC[65] community.  
Higher Level Replication Services are built on top of this basic framework: 

o The Replica Manager may call on a Replica Optimisation Service, to select the best 
copy of a file to use, on the basis of network and storage element monitoring; 

o A Replica Subscription Service can issue replication commands automatically, based 
on a set of subscription rules defined by the user;  

o The Replica Manager may include hooks for user-defined pre- and post-processing 
operations to compose with replication actions. 

The Replica Manager mediates all contact with other Grid components, either directly or 
through the Resource Broker: management calls should never go directly to the storage 
element.  
The current status of the replication services is that all (except the Replica Subscription 
Service) are now deployed and initial tests show that the expected performance can be met, 
although they need proper testing in a more realistic environment. Currently 10 million files 
per day can be catalogued locally without problem, but the system has not been tested at a 
larger scale, nor on a wide scale. Some security problems have been experienced at some 
sites, so one of the features required in the next release will be a proxy system for security 
delegation; others will include service-level authorisation, the support for logical collections 
of files, and a GUI. 
It is instructive to compare this system with Storage Resource Broker (SRB[66]). The basic 
functionality of the two systems is similar, but the EDG solution is less monolithic – i.e. it 
does not have one database in San Diego as a single point of failure. A new GGF Working 
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Group (OREP[67]) has been set up to provide a common API for replica location services, so 
this, and the progression from EDG to EGEE, will necessitate another look at SRB, which has 
been becoming more modular recently.  
Spitfire is intended to be a simple Grid-enabled front end to any RDBMS, using SOAP-RPC. 
Version 2.1 of Spitfire is currently being used in the Earth Observation and Biology 
applications of EDG. Conceptually Spitfire is the provision of the JDBC access to relational 
databases using a WSDL interface, but there are additional security and usability issues that 
have to be addressed, so Spitfire features GSI authentication and local authorization: the 
Spitfire’s TrustManager deals with GSI certificates and allows VOMS certificate extensions, 
while row-level authorization is possible by mapping VOMS extensions (group, role, 
capacity) to DB roles. Spitfire is provided with a simple installation and security 
configuration kit. The next step for Spitfire will be to add an OGSA-DAI interface, since 
JDBC doesn’t offer all the features that one might want, like a subscription model for 
notification.  
The architecture of the EDG Replica Location Service (RLS) has evolved into a 
hierarchical topology. At the bottom of this sit Local Replica Catalogs, for which there is 
one per Storage Element per virtual organisation. The LRCs store the mappings from GUIDs 
to Physical File Names (PFNs), together with other metadata attributes of the PFNs. Sitting 
above the LRCs are Replica Location Indices (RLIs), which provide a fast lookup of which 
LRC contains which GUID-to-PFN mappings and of which there is usually one per Grid site 
per virtual organisation. There are two types of RLI: Tier 1 RLIs receive updates directly 
from all LRCs in the particular virtual organisation, while there is a second type which only 
receive updates from particular Tier 1 RLIs. This system is being deployed as part of EDG2.1 
in July 2003: it has been tested to 1.5 million entries per LRC and with 10 million entries 
indexed in a single RLI. The RLS typically returns only a list of local catalogues for sites 
likely to have a given file; each site has to be polled individually to check that the file really is 
there. At the moment the RLS queuing mechanism isn’t working perfectly, so it can be 
swamped by requests for the locations of very large numbers of files, and, also, checks are not 
yet made that only one copy of each file requested is returned, so it is possible that multiple 
copies of many files could be generated at once. The current system is not really optimised 
and is known only to scale to ~100 centres, which is unlikely to be sufficient for many 
biological collaborations. Another problem is that real scientific consortia are not disjoint, so 
a system is required that can cope with overlapping virtual organisations.  
The second part of the EDG replica catalogue story is the Replica Metadata Catalog (RMC), 
which stores the user-defined aliases that map from Logical File Names (LFNs) to GUIDs, as 
well as other metadata attributes of LFNs and GUIDs. The RMC is not as well developed as 
the RLS: it requires further use cases to define its functionality, and so its architecture is 
likely to change. Currently the EDG envisages one logical RMC for the entire Grid of each 
virtual organisation, with a single point of synchronisation, but that implies a bottleneck, so a 
more distributed architecture may be developed.  
Catalogues are implemented as Java web services, hosted in a J2EE application server: 
typically Tomcat 4 or Oracle 9iAS is used as the application server, with Axis for the web 
service container. Catalogue data are stored in an RDBMS (MySQL or Oracle 9i), with 
catalogue APIs exposed via WSDL, so that it is simple to write clients in new languages.  
Quality of Service depends upon both the server software and architecture used as well as the 
software components deployed on it. A high quality of service means high availability, easy 
manageability, good monitoring systems and backup and recovery strategies with defined 
service level agreements. The EDG approach is to use vendor-supplied solutions where 
possible, and common database backup and recovery mechanisms, but a number of solutions 
are offered so that individual virtual organizations can choose a system with the sophistication 
and complexity appropriate to where they want to lie in the Availability vs Manageability 
plane – e.g. single instance MySQL/Tomcat and clustered Oracle 9i/Oracle 9iAS solutions 
may each be appropriate in very different situations.Current EDG deployments are single-
instance MySQL/Tomcat systems, but testing of a high availability solution based on an easy-
installation packaging of Oracle 9i are underway – and Oracle themselves see ease of use as a 
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priority for Oracle 10. Current deployments have user quotas which require effort to manage, 
but this has not presented significant problems to date, as there has been plenty of disk storage 
available. Accompanying the high availability software solution will be a high availability 
hardware system in a standard n-tier system: a front-end application layer load balancer 
(Oracle 9iAS Web Cache) connected to a cluster of stateless application servers (each with an 
Oracle 9iAS J2EE container), under which sits an Oracle 9i Real Application Cluster, 
connected to a Storage Area Network by fibre channel.  
The security infrastructure for EDG Java web services consists of two parts; the Trust 
Manager implements mutual client-server authentication using GSI (i.e. PKI X.509 
certification) for all WP2 web services, supporting everything transported over SSL; and the 
Authorization Manager allows both coarse- and fine-grained authorization, plus a web-based 
tool for managing authorization policies and tables. This system is fully implemented, with 
authentication allowed at a service level. The delegation system needs more work, and the 
authorization system awaits the deployment of VOMS for further integration.  
 

2.3.2 R-GMA: DataGrid’s Monitoring System (Werner Nutt) 
The Relational Grid Monitoring Architecture (R-GMA) has been developed within EDG 
WP3[68], and is based on the GGF Grid Monitoring Architecture[69]. Its code is open source 
and is freely available.  
The grid monitoring problem concerns a Grid composed of computers, storage elements, 
network nodes and connections, and application programmes, and centres on the following 
two questions: what is the current state of the system? and how did the system behave in the 
past? Examples of these kinds of query are the following: 

o Show me the (average) cpu-load of computers at Heriot-Watt!”“Between which 
nodes was yesterday the average transportation time for 1 MB packets higher than 
than 0.… seconds?”For every computing element CE, how many computers of CE 
have currently a cpu-load of no “ more than 30%?” 

The monitoring data available to help answer these questions come in two kinds: pools of 
static data stored in databases (recording network topology, the availability of particular 
applications, etc) and streams of sensor data (instantaneous measurements of cpu load, 
network traffic, etc). Clearly, the archiving of a stream can give rise to a pool. This may seem 
a false dichotomy, since even the supposedly static data (e.g. network topology) may change 
in time, but the difference is really in how the data will be used, as will be described below. 
Today, R-GMA is tailored towards pools, not streams.  
The requirements for a grid monitoring system include the following: 

o Support for publishing data “pools” and “streams” 
o Support for locating data sources - automatic, if possible 
o Queries with different temporal interpretations (continuous, latest state, history) 
o Scalability - there may be thousands of data sources 
o Resilience to failure - data sources may become unavailable 
o Flexibility - don’t know which queries will be posed 

Two architectures for a monitoring system readily suggest themselves: 
o A monitoring data warehouse, in which all the available Grid monitoring data are 

stored in a single database, which is queried as necessary. This is conceptually 
simple, but impractical for a number of reasons: the warehouse represents a single 
point of failure in the system, and connections to it may fail; loading it takes time and 
the monitoring data may take up a lot of space; and this model doesn’t readily support 
the idea of obtaining a stream of output data in response to a query on a stream of 
input data. 

o A multi-agent system, which distinguishes between producers and consumers of 
information, and which features a directory service, which mediates the interaction 
between them and to which producers register their supply of information and 
consumers their demand for it.  
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R-GMA is a virtual monitoring data warehouse based on a multi-agent system, as 
specified in the GGF Grid Monitoring Architecture. In R-GMA consumers pose SQL queries 
against a global schema, and producers (of type pool or stream) publish relations and register 
a simple view on the global schema for each of them. Pool producers support static queries 
(i.e. those over a fixed set of tuples) and can be used to publish a database. Stream 
producers support continuous queries (i.e. those over changing sets of tuples) offering up-to-
date values for each primary key in a database. (N.B. the producers in today’s R-GMA do not 
work quite like this.). Stream producers provide two communication modes for continuous 
queries – lossy and lossless – and the choice between the two depends on the type of data 
being queried: in the lossless mode, no messages are lost, but they can become stale before 
they are read, while in the lossy mode only the most recent message is read. In the current R-
GMA, the lossless mode is supported. Producers must send regular heartbeats to the registry; 
if they stop, the information from the producer may no longer be trusted. This mechanism can 
be supplemented by other information about the system: for example, if a given machine is 
running a job anticipated to last sixteen hours, there may be no need to poll it every hour for 
its state, since the expected answer is already known. 
For scalability reasons, a hierarchy of republishers is introduced. Republishers publish the 
answers to queries and come in two forms: an archiver shows the history of a stream, while a 
stream republisher enables the thinning, merging and summarising of streams. A republisher 
is defined by the query whose answer it publishes. Since republishers work only with stream 
inputs, they can be of three types: stream producers – simply republishing a stream as it is 
generated; latest snapshot producers – publishing the latest snapshot from a stream; and 
database producers – archiving the contents of a stream to make a pool. 
There are several unresolved issues with republisher hierarchies. A hierarchy has to be 
replanned if a republisher fails (since republishers are based on specific queries) which means 
that it can be difficult to switch to a new one without loss of tuples. A full description of the 
contents of a stream may require a join between that stream and a static relation – e.g. a 
stream relation recording the CPU load on a machine may have to be join with a static 
relation recording the location of different machines. 
The conceptual basis for queries in R-GMA is the virtual database produced by the union of 
the data from all primary producers. These queries can have various temporal interpretations: 
e.g. time in a query over the TransportTime relation could mean “from now” (initiating a new 
continuous query), “until now” (a historical query) or “right now” (a latest snapshot query) – 
currently queries must be flagged to indicate their type. One could envisage more complex 
temporal queries - e.g. “Which connections have currently a transportation time that is higher 
than last week's average?” (latest snapshot and history) or “Show me the cpu load of those 
machines where it is lower than yesterday's load average”(continuous and history) – but 
there is currently no intention to support such queries in R-GMA.  
RGM-A consumers can be global or local: global consumers pose queries over global 
relations (which need to be translated by a mediator into local queries – i.e. those over 
relations from individual producers), while local consumers pose queries over local relations. 
In today’s R-GMA, a consumer can be global or local, but local relations cannot be referred 
to explicitly. The mediator translates global to local queries by running a Satisfiability Test, 
which determines which producers could publish tuples which are true under the given 
predicate. The mediators will also run an Entailment Test, to ensure that it does not return 
tuples from producer P1 if these will all be returned as part of the response from producer P2, 
but this has not been implemented yet. This entailment test is important for making the 
republisher hierarchies work, while it only makes sense itself if the views registered by a 
particular publisher are sound and complete – i.e. a republisher publishers all of a view that it 
registers – so publishers should register completeness flags to indicate whether that is the 
case. Incompleteness could result from a number of causes: e.g. an archiver may be working 
in lossy mode or producers may lose tuples.  
The approach adopted for R-GMA is complementary to that chosen by the Teragrid project: 
Teragrid has focussed on deciding what kinds of monitoring agents are required, and how to 
get them to report, while the emphasis within R-GMA is the system for storing and view 
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monitoring information once it has been generated. Resilience requires that agents should 
have access to more than one copy of the registry, so there is no single point of failure; when 
Glasgow University was hacked in June, the whole UK grid monitoring system was lost. 
 
 

2.3.3 Grid DAIS: Data Access and Integration Services (Greg Riccardi) 
The DAIS group seeks to promote standards for the development of grid database 
services, focusing principally on providing consistent service-based access to existing, 
autonomously managed databases, whether they be relational, object or XML. The services 
designed by the DAIS WG should peacefully coexist with other Web and Grid Service 
standards, notably remaining orthogonal to Grid authentication and authorization 
mechanisms. The DAI services should provide sufficient information about themselves to 
allow the services to be used given the specification of the services and the metadata provided 
by them, and they should support higher-level information-integration and federation 
services. Other desirable features of DAI services include: compliance with OGSI/A in both 
letter and spirit; plugability and extensibility, to aid evolution to including new types of data 
source and access mechanism; ease of comprehension and application; and technology 
independence.  
The DAIS conceptual model starts with an external universe composed of external artifacts 
(where external here means external to the OGSI-compliant Grid): an external data resource 
manager (edrm, e.g. DBMS or file system) contains an external data resource (edr, e.g. a 
database or directory structure), into and out from which may pass an external dataset (ed, 
e.g. a result set from a query), which is the result of some computation that should be moved 
around as a consistent and coherent whole. In addition to these external artifacts is a set of 
logical artifacts:  

• a data resource manager (drm) is a grid service which represents the edrm and which 
binds to an existing edrm, supporting management operations such as start and stop. 
The details of the drm are beyond the scope of the DAIS WG, so the drm largely 
exists as a placeholder for a point of contact with other working groups. 

• a data resource (dr) is a grid service which represents an edr managed by an edrm 
and is the point of contact to the data structures that the edrm manages; and edr can 
be bound to an existing or newly-created edr, and an edrm can manage more than one 
edr. The dr exposes metadata about the structure of the edr, and defines the target for 
queries across it.  

• A data set (ds), which is a grid service wrapper for an eds, exposing metadata about 
its type description and format, and exposing simple (type-dependent) access 
methods. A ds can be moved, copied or replicated while maintaining its handle and 
data integrity, and can be delivered to a drm for persistence.  

• a data activity session (das), which is a Grid service to mediate the passage of a ds 
into, or out of, a dr. 

• a data request, which is message sent to a das to stimulate extraction of a ds from a 
dr. 

These logical artifacts can be composed to perform DAI operations, and other services can be 
built on top of them. They support a range of client/server interaction patterns for data 
retrieval, updating/insertion and pipelining, such as service discovery and creation, 
asynchronous query processing and result delivery, updating from datasets, and performance 
estimation. The SkyQuery astronomical cross-match utility is a good example of a set of 
services which can be expressed in the DAIS framework, although the DAIS version might 
differ in design somewhat and would require a specialized das. The updating of a dr by a ds is 
analogous to the use of an updategram in .Net, where it is felt that such updates must be 
disconnected, i.e. that cursors cannot be supported over the network. One goal of the DAIS 
framework is to be able to run queries against a dataset which has been extracted from a 
primary database and still have a data manager to look after that procedure. 
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Other issues for the DAIS group to consider include: data provenance management; 
transaction management; fault tolerance; security, logging, and auditing; support for many 
concurrent users; establishing the identity and provenance of datasets; creating pipelines and 
other workflows; and querying streams of data. 
 
 

2.3.4 The OGSA-DAI Project: Databases and the Grid (Neil Chue Hong) 
OGSA-DAI is: 

• a project , funded by the UK e-science core programme. 
• a vision, extending from simple database access to truly virtualised data resources. 
• a standard, development by the GGF DAIS working group. 
• software, which is freely available for use. 

The objective of OGSA-DAI is to develop open standards (and open source implementations 
thereof) for accessing heterogeneous data sources within the OGSA framework, motivated by 
increasing requirements for the integration of data sources from different organisations.  
The OGSA-DAI project team comprises members from EPCC/NeSC and the regional e-
science centres in Manchester and Newcastle, plus participants from Oracle and IBM 
(Hursley and Almaden). The team’s work interfaces with that of a number of different groups 
- from the curators of data resources, to operations teams managing Grid infrastructure to 
applications developers and, ultimately, scientists from many disciplines – and it relies to 
some extent on them for the OGSA-DAI framework to work properly: for example, data 
curators must be persuaded to include enough metadata to enable the decoupling of the 
logical and physical location of data. The OGSA-DAI project’s requirements resulted from a 
wider-ranging survey, and its development is informed by two early adopter projects (MyGrid 
and AstroGrid), although close collaboration is maintained by a number of other projects. 
The OGSA-DAI approach is to reuse existing technologies (e.g. query languages, Java, 
OGSA, transport methods) where possible, and to develop a framework based on three key 
services: GridDataService, GridDataServiceFactory and DAIServiceGroupRegistry. the 
benefits of this approach are location independence, the hiding of heterogeneity, scalability, 
flexibility and a dynamic framework. OGSA-DAI is structured around the concept of 
activities, of which there are currently three types: statement (e.g. SQL query, Xupdate), 
transformation (e.g. XSL transformation, compression) and transport (e.g. GridFTP[70]). 
XML documents are used to define and execute activities.  
OGSA-DAI today: Work to date has concentrated on data access, rather than data 
integration, although the July release includes a prototype of the distributed query processor. 
Release 2.5 is based on Java, Tomcat and the Globus Toolkit 3 beta, and supports MySQL, 
DB2 and Xindice, via SQL92, XPath and Xupdate. Release 3 (July 2003) will be based on 
GT3.0, will add support for Oracle, as well as notification, internationalisation, transaction 
support and caching.  
The DistributedQueryService is a higher-level service, an extension to the Polar*[71] query 
processor, which sits on top of OGSA and OGSA-DAI, and defines the GridDistributedQuery 
(GDQ) PortType, the GridDistributedQueryService (GDQS) to wrap Polar*, and the 
GridQueryEvaluatorService (GQES), to perform subqueries. The GDQS really requires a 
well-defined meta model for the physical schema of a database, which is being addressed by 
the DAIS WG. 
There are a number of projects using OGSA-DAI now in different ways: e.g. FirstDIG[72] - 
OGSA-DAI with data mining; BRIDGES[73] – OGSA-DAI plus Discovery Link to join 
geographically distributed genomics sites; eDIKT::eldas[73] – porting OGSA-DAI to other 
platforms and providing enterprise level performance; DEISA[75] – OGSA-DAI plus 
distributed accounting to link European HPC sites; MS.NetGrid[76] – porting OGSA-DAI 
into the .Net framework.  
DAIT is the follow-on project to OGSA-DAI, funded for an additional two years. It will 
provide a range of additional functionality, such as support for SQL Server and structured 
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filesystems, extended DBMS management functionality (e.g. archiving, bulk loading, triggers 
exposed through notification), support for DFDL[77] file access, distributed query processing 
and transactions, and virtualised views across databases. Some desirable additional 
functionality (e.g. the addition of new stored procedures remotely) requires a more fine-
grained authorisation model before it can be considered for implementation.  
The concept of transport in OGSA-DAI has caused from confusion; perhaps “movement” 
would have been a better choice of term. OGSA-DAI requires more asychronicity than 
provided by simple SOAP, but there are now several “WS-“ draft specs around which built on 
SOAP and may offer what is required. Whatever protocol is used, a strong suggestion was the 
adoption of the DataSet, in which there is schema in the header, followed by a rowset: whilst 
originating in .Net, this is now available in Mono and Axis, and provides a simple way of 
loading data into a database, as well as good format for transporting it.  

2.4 Session 4 – Distributed Services in the VO and the Grid 
 

2.4.1 Prototype Web Services Using SDSS DR1 (Alex Szalay) 
The NVO model envisages a set of common components which can be composed into higher 
level services; the NVO cannot hope to build everything for everybody, so it should just build 
this core and the framework within which they be can be composed and extended, through the 
use of well-defined standards and interfaces. 
The Sloan Digital Sky Survey Data Release 1 (SDSS DR1[78]) is now available and provides 
a good testbed for the development of NVO web services. It is large (~1TB of catalogue data, 
recording attributes for ~80 million objects), has a complex schema (a set of 72 tables) which 
is well described by documentation automatically derived from the scripts defining the 
schema in SQL Server, the DBMS within which DR1 is deployed. The database can also 
generate links to the server at Fermilab where the original image and spectroscopic data files 
are stored. 
The loading of DR1 has been a major task, involving the generation of a table-driven 
workflow system featuring ~16,000 lines of SQL code, much of it devoted to validating data 
prior to ingestion. The full DR1 has been loaded five or six times already, but once a clean 
dataset was obtained, loading takes only 3 days: computation of the neighbour table took 10 
hours, and there was about a week of experimenting with reorganising the data into different 
partitions, etc. Vertical partitioning was tried and abandoned, and the final configuration 
keeps partitions down to ~100GB in size, with all the partitioning code implemented as table-
driven stored procedures, which run much faster on a large-memory (24GB) machine. 
The spatial features of DR1 include pre-computed neighbours tables recording all objects 
within 30 arcsec of another object, as well as the storage of boundaries, outlines and masks as 
polygons in a geometric format. Spatial access is performed via an updated version of the 
HTM library, which includes a more sophisticated handling of geometric operations, as well 
as implementation of the parts of the draft VO spacetime data model produced by Arnold 
Rots. A new zones algorithm greatly speeds up the computation of the neighbours table, and a 
footprint service is being implemented. N.B. the survey footprint is a fractal, in the sense that 
the result of a footprint query depends on the resolution at which the quesy is posed.  
Development is underway of a number of web services running on DR1 for harvesting and 
querying metadata, query management, graphics and visualization and cross-matching 
between DR1 and other catalogues.  
Running the Early Data Release (EDR[79]) server for two years and the DR1 server for six 
months has provided useful experience in the usage patterns for large sky survey 
databases. Most requests can be handled instantly, but the existence of an extended tail to 
longer execution times suggests the need for separate interactive and batch servers. Users 
want to interact with the data in different ways, too: they want to pose simple queries from a 
browser, but require the full power of SQL, and, probably, a web service interface for some 
sorts of queries. A variety of data formats are requested, from nicely-rendered HTML or 
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graphical outputs from simple queries to downloadable files in FITS, CSV, or VOTable 
formats, often resulting from statistical analysis of large volumes of data. Small data sets 
(>100MB) are streamed, while medium-sized ones (up to 1GB) can be placed in DIME 
attachments to SOAP messages, but an asynchronous delivery method (e.g. ftp download 
from a scratch disk following notification by email) seems the only possible option for data 
sets larger than 1GB or so. One notable fact is that if users can submit a query from a browser 
then they expect an immediate response! 
The iterative nature of many analyses means that user data must be stored in temporary tables 
in a user database. This would also provide a useful means of reducing the volume of data to 
be downloaded from a data centre; if more of the analysis can be put into – or, at the very 
least, next to – the database, then the user just needs to download the results, not the data, as 
is typically the case now. There are, however, a number of practical problems that need to be 
solved before this becomes a reality: who pays for it?; how can denial of service attacks be 
prevented?; who does the clean-up afterwards?; how does the progress of long jobs get 
followed?; and how can data access rights be implemented, particularly when many analyses 
belong more to consortia than to individuals? 
A queue management service is required to handle both the anonymous processing of small 
queries and the running of longer queries in batch mode by registered “power users”, 
motivated in part by web browser hangs during long-lived queries. This service also needs the 
ability to deliver data in multiple formats, to create tables in user space and balance loads 
between different mirrors and/or machines.  
Prototypes of these services have been developed – see http://skyservice.pha.jhu.edu/develop 
- for DR1, as well as simple graphics tools (xy plots, density maps, etc) which can be built 
into larger applications.  
Cross-matching services are being developed, and are being generalized for better alignment 
with emerging VO standards – e.g. replacement of .Net DataSet with VOTable. Different 
algorithms will be needed for spatial cross-matches on different scales: HTM is very good for 
small-scale matching, but a zone-based approach (as used in the generation of the neighbours 
table in the DR1 database) is better for much larger regions of sky. The current SkyQuery 
system uses a linear chain of nodes, with queries and partial result sets passed between them 
in an order determined heuristically, but, for a working VO with cross-matching taking place 
on a large scale between a number of databases, one might envisage a coordinated system 
whereby all databases scan a pixelated sky in a predetermined synchronized pattern, so that 
all reads are sequential not random and tuples satisfying multiple queries may be found at one 
time, as a particular region of sky is considered – i.e. the data are run over the queries, rather 
than having the queries run over the data.  

2.4.2 AstroGrid’s Trial Data Grids (Guy Rixon) 
What does the data grid metaphor mean? Is it “grid” in the sense of the grid on a piece of 
graph paper – simple, uniform and accessible – or is it “grid” as in the power grid – complex, 
heterogeneous and hidden? It is definitely the latter. Following this analogy, what is the 
commodity involved? One can envisage two levels here: a data grid, in which the 
commodities are storage and transport, and, sitting on top of it, a service grid, in which the 
commodities are software installations and views of data.  
Different levels of service can be identified: online services, SOAP[80] web services, 
OGSI[81] Grid services and OGSA-DAI services, with all these crossed orthogonally with 
data selection services. Traditional data centres offer online data selection services. The 
AstroGrid 2002 prototypes looked at SOAP services (data selection and other) and (non-data 
selection) OGSI services, while the 2003 prototypes are looking into data selection services in 
OGSI and OGSA-DAI. 
AstroGrid has implemented prototype cone searches. These are data selection Grid services 
for tabular data, from three data sets (APM[82] and INT-WFS[83] in Cambridge and USNO-
B in Leicester). These services return metadata to the user’s browser, with bulk data 
movement performed via file servers. These services were build with Globus Toolkit 3 Alpha 
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2, using Java grid services in Tomcat to call existing Perl routines in an RPC-style fashion. 
Legacy Perl modules were used in preference to OGSA-DAI for reasons of simplicity: 
difficult to learn how to program in XML, as required by OGSA-DAI. Data management is 
performed by the local scripts, not the grid services. The coding for these prototypes was 
fairly easy – the server side is trivial, although the clients are harder.  
AstroGrid has also run OGSA-DAI testbeds. These have been limited in scope, due to the 
lack of available time. One testbed successfully wrapped the 80MB (~750,000 row) FIRST 
catalogue, but did nothing much with it because the client was too difficult to write. A general 
conclusion is that it is harder to write clients for a document-style service than for an RPC-
style one. AstroGrid will attempt more complex prototyping with OGSA-DAI 2.x and 3 when 
time allows; release 1.5 is the one most studied to date, and creating real data grid services 
was unfeasible with that.  
Another prototype was the Anglo-Australian visualization demo prepared for the IAU 
General Assembly in Sydney, in which a volume rendering service was created using data and 
service grid components. This was built on Globus Toolkit 3 beta, and used RPC-style 
services throughout. It is stateful to the extent of tidying up locks and temporary files, and 
includes some security. As with the other demos, the limiting factor in the development of 
this demo was the difficulty of making the basic Grid infrastructure work. 
AstroGrid’s MySpace concept[84] is a pure data grid service. The basic idea is that MySpace 
is a logical directory structure spanning the VO, enabling the user to manage data (files or 
relational tables) held at different sites – e.g. data held next to the database from which they 
came or in combination with which they are to be analysed. Each physical storage site would 
have one MySpace agent, and a central registry of MySpace contents would be interrogated 
by a MySpace Explorer (c.f. Windows Explorer) service, with which users could manage 
their data holdings. The MySpace agent at each storage site might be running OGSA-DAI 
services, and the extension underway of OGSA-DAI to cover files as well as relational and 
XML databases could help a lot on that. 
There are a number of lessons from AstroGrid’s trial grid services, notably: 
• Services are easy; clients are hard. 
• Registry matters, even at trivial scale. 
• Web portal is very hard, which is to be expected, as it is in portals that integration of data 

from different sources takes place. 
• There’s a clear performance hit in generating service instances, but repeated calls run 

quite quickly. 
• The quality threshold in grid software is very high. 

• Small errors get magnified in big grid. 
• State holding makes it hard to recover errors. 
• System is only ever as good as its error reports and these tend to be poorly 

documented at the moment. 
• Infrastructure failures hard to trace and fix. 
• Results limited by infrastructure quality. 

What is the correct response to this quality issue? 
Should applications projects like AstroGrid simply wait for better infrastructure? – but that 
may take too long. Should AstroGrid avoid the Grid? – or just GT3? (N.B. even the problems 
in the OGSA-DAI testbeds seem to be inherited from GT3, and not arising from the OGSA-
DAI code). Could AstroGrid (and/or the VO) take control and produce their own 
infrastructure software? Should the academic Grid community concentrate on getting the 
APIs standardised and leave it to industrial partners to deliver reliable implementations? 
Another question to ask is whether the Grid services model for state is the correct one. 
Scalability argues for carrying around as little state as possible, and many commercial WWW 
sites manage a sufficient level of state for shopping basket systems using databases. 
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2.4.3 Association Techniques for the Virtual Observatory (Bob Mann) 
Association techniques are crucial for the VO, because its very essence is the federation of 
astronomical databases. Typically these databases are independently created and curated, and 
there are no hard-wired links between entries in them, but such associations are required for 
the prototypical VO query – e.g. something like “give me all galaxies in region A of the sky 
with an optical/X-ray flux ratio greater than X which are not detected in the radio to a 
limiting flux of Y”..  One might think that making such associations is easy, because 
astronomical databases have a natural indexing by location in the sky, and there are fairly 
simple methods for matching sources by proximity, even in the presence of positional 
uncertainties. There are practical issues to consider, though, such as the volume of data that 
might have to be transported over the network in making associations between two TB-scale 
databases, and there are also metadata requirements on the databases to facilitate the 
matching, but neither of these are insurmountable. The SkyQuery service developed at Johns 
Hopkins is an excellent prototype of an astronomical cross-matching service. In its current 
form it does have some limitations, such as its restriction to SQL Server databases and the 
.Net framework, and, more importantly, its restriction to matching by proximity alone. 
Matching by proximity alone is not always adequate. In the general case, associations can 
be required between catalogues of sources extracted from data taken by instruments with very 
different angular resolution. In such a situation – for example, in the search for optical 
counterparts for SCUBA[85] submillimetre sources in the Hubble Deep Field[86] – there can 
be a number of objects from the higher resolution dataset lying within the error ellipse of each 
source from the lower resolution data. In that case proximity alone cannot be used to select 
the object most likely to be the counterpart of the source and additional astrophysical 
information is required: in the astronomical literature it is conventional to speak of searching 
for the counterpart of a source from one catalogue from amongst the objects in another 
catalogue, but that does not necessarily imply that the association technique used is 
asymmetric between the two catalogues. Each database could contain ~102-103 attributes for 
~108-109 sources, but, in practice, probably <10 attributes are likely to be involved in any 
practical association procedure, and efficient spatial indexing can greatly reduce the number 
of objects from one database which need be considered as possible counterparts of each 
source in the other.  
The general requirements for VO association techniques include the transparency of the 
method used (i.e. a description sufficient for a user to decide whether it is appropriate for a 
particular application) and the returning of a figure of merit for each possible association 
made between a source in one catalogue and an object in another. The figure of merit will 
vary with the association algorithm used, but there must be some quantitative basis upon 
which a user can decide which possible associations are deemed acceptable and which are 
not. It is highly desirable that users be able to supply their own association algorithms, since a 
particular analysis on a particular source population may require, or benefit from, an 
association prescription based on a specific astrophysical model for the properties of that 
population. In the design and use of association algorithms there is a trade-off between the 
incorporation of prior astrophysical knowledge and the possibility of obtaining biased results. 
For example, in many situations (e.g. the SCUBA Hubble Deep Field project again) a new 
instrument probes what may be a previously unknown source population, so the application of 
an association prescription incorporating a lot of prior knowledge of other source populations 
might lead to misleading results. It should be left to the astronomer to decide what 
prescription is appropriate in a given situation. The final general requirement concerns 
performance. Associations between certain pairs of catalogues (e.g. large and complementary 
sky surveys, such as the SDSS and the forthcoming UKIDSS Large Area Survey) will be 
required sufficiently frequently that it would make sense for possible associations to be pre-
computed and stored, rather than worked out on-the-fly each time they are required. This 
clearly conflicts with the requirement that an astronomer should be able to run a bespoke 
association algorithm, if required, so a possible compromise is to store “cross-neighbours” – 
i.e. lists of objects in one catalogue lying within a certain distance of each source in another. 
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Most association methods going beyond matching by spatial proximity use a variant of the 
likelihood ratio technique, in which the favoured counterpart for the jth source in one 
catalogue is the ith object in the other which maximises a likelihood ratio defined as the ratio 
of the probability that the ith object is the true counterpart to the probability of finding a 
similar object unrelated to the jth source. Typically, the object catalogue is derived from 
optical observations, in which case the likelihood ratio method requires an estimate for the 
optical magnitude distribution of the true counterparts of the source population. In many 
situations – e.g. with a new source population, or a mixture of source populations – a good 
estimate of this distribution is not available, in which case it must be modelled, learnt from 
the data or a workaround must be found to circumvent its absence. Whichever of these 
choices is made, statistical information on the properties of the object catalogue must be 
available, and the more complicated the physical model used in the likelihood ratio method 
(or its equivalent), the more detailed the statistical description that is needed. In practice, this 
need not be a serious problem, but it may require the execution of a number of “select 
count(*)” queries on the object database, if the required statistical information is not available 
elsewhere.  
It may be instructive for the VO community to study the example of the Distributed 
Annotation System (DAS[87]) used in the biological sciences for recording third-party 
annotations in such a way that they can be included in queries run on the databases to which 
they refer. In practice, the DAS can work not only as a cache for annotations, but as a means 
of sharing knowledge that may be too fine-grained for inclusion in a journal paper. In a 
similar way, one might envisage a Distributed Association Service for the VO, which 
recorded possible associations between entries in different databases in a manner that was 
much easier to implement than adding extra columns to the tables in the databases, and which 
might also record both metadata about the procedure that made the association and also links 
to the literature.  
 

2.4.4 Distributed Query Processing (Donald Kossmann) 
Centralised and distributed query processing are essentially the same problem, but with some 
different parameters. Consider first the non-distributed case, which runs as follows:  
• Input: Declarative Query, in SQL, OQL, XQuery, ... 
• Step 1: Translate Query into Algebra, producing a tree of operators. The algebra for the 

relational case is well understood, that for OQL reasonably well understood, but the 
Xquery algebra is still work in progress. 

• Step 2: Optimize Query. This stage may include some “no brainers” (e.g. pushing down 
cheap predicates), but more generally it will involve the enumeration of alternative query 
plans, the application of some cost model to them and the use of heuristics to find the 
cheapest query plan (or one judged to be cheap enough). 

• Step 3: Interpretation, yielding the query result. The execution of the chosen query plan is 
likely to include the use of libraries of operators (hash join, merge join, ...), pipelining, 
lazy evaluation and the exploitation of indexes and clustering in database.  

Current issues in centralised query processing are the statistics and cost model required for 
optimisation, and the trend is towards more interactiveness during execution, the generation 
of approximate results and the use of more powerful models (e.g. with XML). 
Distributed query processing is really just an extension of this procedure in some regards: 
the physical algebra must be extended to include send and receive operators; a network 
interconnect matrix is required to express the network speed between different databases; 
caching and replication may have to be considered, as may heterogeneity in data formats and 
data models; and less predictability in the cost model may favour use of adaptive algorithms.  
Adaptive algorithms deal with unpredictable events (e.g. delays in the arrival of data, the 
burstiness of networks) at run time allowing reoptimisation: for example, if the first results 
from a long-running query do not match expectations it is possible to adjust the cost model 
and chose a different query plan. 
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Much of the heterogeneity in distributed query systems can be handled using wrappers, 
which can be used to: map from local to global schema; take care of differing data formats 
and packaging; carry out caching; and map queries into local dialect. 
A major problem in all real-world distributed query processing systems is data cleaning: e.g. 
how can one know whether to take the “D. Kossmann” entry in one database as being the 
same as the “D. Kossman” entry in another? Deciding such questions can take a combination 
of statistical analysis, domain knowledge and human intervention, so it is an expensive 
process. 
One solution to the distributed query processing problem is the data warehouse, in which a 
copy of the relevant parts of each appropriate database is taken and loaded into a different 
database. The data are then cleaned and the queries run over them. This has the advantage of a 
good query response time once a clean dataset is available, but the data in the warehouse can 
become stale if they come from systems with high transaction rates, and creating the data 
warehouse from the parent databases can be resource intensive. 
Alternatively, a middleware layer can be used to effect virtual integration of the separate 
databases, so that they appear like a single, homogeneous database. IBM Data Joiner is an 
example of virtual integration middleware for relational databases, while BEA Liquid Data is 
an example of an XML-based solution. The use of XML has advantages, in that vendor-
specific features can be wrapped away, so all databases can be handles similarly, but the 
translation from SQL to XML can be difficult. An extension of the use of XML middleware 
would be the encapsulation of data sources with a web service, so that access data is provided 
by a WSDL interface. This is attractive, but it not clear whether a WSDL interface can expose 
a sufficiently detailed description of the database to allow good optimisation, or, at the very 
least, a sufficiently detailed WSDL description would be very complicated. 
 

2.4.5 Service-Based Distributed Query Processing on the Grid (Nedim Alpdemir) 
Service-based approaches facilitate the virtualisation of resources and are therefore a 
convenient cooperation model for distributed systems. Web services are not adequate in many 
circumstances, as they lack facilities for the discovery and description of computational 
resources and the staging of applications. Grid services combine existing web service 
approaches for service description and invocation with Grid middleware for the description 
and utilisation of computational resources.  
Open Grid Service Architecture (OGSA[88]) services are described using WSDL. OGSA 
service instances are created dynamically by factories, are identified through Grid Service 
Handles, are self-describing through Service Data Elements, and are stateful, with soft state 
lifetime management. Currently, Globus Toolkit 3 is in beta (as of June 2003), supporting 
service instances and access to other Globus services. Core database services from the 
OGSA-DAI project are tracking Globus releases and build on OGSA to deliver high-level 
data management capabilities for the Grid, through provision of data access and integration 
components. 
The OGSA-DAI Distributed Query Processor (DQP[89]) involves a single query referencing 
data held at multiple sites, whose locations may be transparent to the author of the query. The 
Grid needs DQP because it offers declarative, high-level resource integration with implicit 
parallelism and, taking account of development and runtime costs over extended use, DQP-
based solutions should be more efficient than those manually coded, while DQP requires the 
Grid’s capabilities for systematic access to remote data and computational resources, and its 
dynamic resource discovery and allocation mechanisms. The DQP is service-based in two 
senses: it supports querying over data storage and analysis  resources made available as 
services, and its construction of distributed query plans and their execution over the grid are 
implemented as services. DQP extends the core of OGSA-DAI by defining a new portType -
Grid Distributed Query (GDQ)- and two new services – Grid Distributed Query Service 
(GDQS) and Grid Query Evaluator Service (GQES). GDQS wraps an existing query 
compiler/optimiser system which compiles, optimises, partitions and schedule distributed 
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query execution plans, and obtains and maintains the metadata and computational resource 
information required for doing that. Each GQES instance is an execution node and is 
dynamically created by the GDQS on the node it is scheduled to run. A GQES is in charge of 
a partition of the query execution plan assigned to it by the GDQS and is responsible for 
dispatching the partial results to other GQESs. 
The set-up strategy for a GDQS depends on the life-time model of the GDQS and GDSs. A 
GDQS instance is created per-client, but it can serve multiple-queries. This model avoids 
complexity of multi-user interactions while ensures that the set-up cost is not high. The set-up 
phase involves importing the schemas of the participating data sources, importing the WSDL 
documents of the participating analysis services and collecting relevant computational 
resource metadata. A GDQS is bound to a GDS when it imports its schema: the GDS is kept 
alive until the GDQS expires, and a given GDS cannot be shared by more than one GDQS. A 
GQES is created when a query requiring it is about to be evaluated, it lasts as long as that 
single query, and cannot be shared among queries or GDQSs.  
Query processing in DQP consists of the following five stages: 
• Logical optimisation. The plan for an OQL query (only OQL is currently supported) is 

expressed using a logical algebra and multiple equivalent plans are generated, using a 
heuristic-based application of equivalence laws. 

• Physical optimisation. The plans are recast into a physical algebra, and a cost-based 
ranking of the plans is performed. 

• Partitioning. The plans are expressed in a parallel algebra, which add exchange operators 
to the physical algebra wherever data transport is required. 

• Scheduling. Partitions are allocated to Grid nodes using a heuristic which considers 
memory use, network cost, etc. 

• Query Evaluation. Partitions are sent to GQESs created as required. They are evaluated 
using an iterator model, taking advantage of pipelined and partitioned parallelsim, and the 
query results are conveyed to the client. 

The salient features of the GDQS system are: 
• Low cost of entry: it imports source descriptions through GDSs and imports service 

descriptions as WSDL. 
• Throw-away GDQS: it imports sources on a task-specific basis and discards GDQS when 

task completed. 
• Building on parallel database technology: implicit parallelism, plus pipelined and 

partitioned parallel evaluation. 
 

2.5 Session 5 – Data Formats for the VO and the Grid 

2.5.1 VOTable: An International Virtual Observatory data exchange format 
(Roy Williams) 
VOTable is an XML format for exchange of tabular data in astronomy, designed to 
provide a full metadata representation, allow a hierarchy of resources, include semantic 
content (via UCDs), and be able to reference remote and/or binary data streams. VOTable is 
derived from two previous standards: 
• Astrores[90]: an XML format for tables developed by the CDS, presented at ADASS 

1999 and implemented in VizieR. 
• XSIL[91]: an XML format for tables and arrays, developed by the LIGO team at Caltech 

in 2000. XSIL is extensible through Type-Class dynamic loading, allows Java parsing, 
browsing and editing, and has a Matlab[92] interface. 

A VOTable file has a metadata section, followed by a data section. The metadata section is 
small, but may be complex (e.g. many PARAMs, DESCRIPTIONs, etc) and is pure XML. 
The data section may be very large, and can either be pure XML, encoded binary or a remote 
FITS binary table, with the restriction that all records must have the same format. In this way, 
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a VOTable is an unusual XML document, since it is a class definition, plus an instantiation, 
whereas most normal XML files have their schema in a different document altogether. The 
class definition of each row is made using a FIELD element, which includes data type and 
(optionally) semantic type information through use of UCDs: a number of other formats (e.g. 
BinX[93], MS DataSet, HDF[94], XDF[95]) provide much of the same functionality of 
VOTable, but none of them include semantic information. The data section is composed of a 
set of cells, whose contents may be a scalar primitive or an array (possibly of variable length) 
of primitives. The primitives supported by VOTable are boolean, bit, unsignedByte, short, int, 
long, char, unicodeChar, float, double, floatComplex and doubleComplex: these are all of 
fixed binary length and this list matches the FITS primitives, with the one addition of 
unicodeChar. The metadata section may also include PARAM elements, which are like 
single-celled tables: they look like FIELD elements, but also have a value attribute. 
VOTables can be hierarchical. The data section of a VOTable is contained within a 
RESOURCE element, but a RESOURCE can include other RESOURCES. So, for example, it 
is possible to combine sets of observations within a single file. A new feature in VOTable is 
the group mechanism, which is a way of noting that sets of FIELDs belong together – e.g. that 
Right Ascension and Declination form a coordinate pair. 
Software exists for manipulating VOTables, including: 
• JAVOT[96]: a SAX parser from Caltech generated automatically from the VOTable DTD 

using Breeze[97]. 
• SAVOT[112], a lightweight VOTable parser developed by the CDS 
• Treeview[98]: a viewer for hierarchical data formats, developed by the Starlink[99] 

project 
• VO-Plot[100]: a tool from the VO-India[101] project which plots data from VOTable 

files 
• VOTool[102]: a VOTable visualisation and editing tool developed by NOAO[103] for 

NVO 
• Mirage[103]: a data exploration tool from Bell Labs, which now accepts VOTable input 
• TOPCAT[105]: a viewer and editor of tabular data from Starlink. 
 

2.5.2 BinX: An eDIKT Project Testbed (Denise Ecklund) 
The e-Science Data, Information and Knowledge Transformation (eDIKT[106]) project is a 
SHEFC-funded research development activity designed to bridge the gap between 
applications science and computer science in the realms of Grid-scale data. It take prototypes 
from CS and Grid research, engineers them into robust tool for real application science 
problems and tests them under extreme science conditions, keeping an eye on the commercial 
possibilities. The eDIKT team consists of eight professional software engineers, a project 
manager, a technical architect, a business development manager and associated administrative 
and support staff. The project started in May 2002, and it is hoped that it will be extended 
beyond its initial three years of funding. 
eDIKT is currently working on a number of projects: 
• edikt::Eldas: The Eldas (Enterprise-Level Data Access Services) project is developing a 

J2EE/EJB implementation of the GGF Grid Database Service specifications, 
complementary to the Axis/Tomcat-based products being developed by the OGSA-DAI 
project. A second reference implementation of the GDS specifications is required for the 
GGF standards procedure, and the accent in Eldas is on delivering scalable data access 
technologies for use in enterprise-level environments.  

• edikt::BinX: The heart of BinX is an XML schema for describing binary data files, plus a 
library of tools for conversion between binary and XML representations of data. BinX 
testbeds are underway in astronomy and theoretical particle physics, addressing different 
problems: astronomers want the flexibility of XML without its verbosity, and so want to 
be able to switch between the two representations, while in the particle physics the 
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problem is having a single standard way of describing binary data formats, to aid the 
interoperability of lattice QCD datasets produced by different groups around the world. 

• edikt::Giggle and RLS: This activity is an evaluation of data replication technologies for 
an experimental particle physics application. 

• Bioinformatics: Several ideas within bioinformatics are currently being worked up into 
projects. These include a data mediation service to aid the integration of multiple data 
soruces and a data versioning system to manage changing schemas. 

Research in many scientific disciplines progresses via a complex workflow in which data 
from models and experimental data (both new and old) must be integrated. BinX is a 
foundation tool for these problems when the data is a structured binary file, as is often the 
case. 

2.5.3 The BinX Language (Ted Wen) 
The BinX language provides a means of describing binary data files in XML; to mark up 
data types, sequences, arrays and more complex structures. The BinX language allows the 
addition of user-defined metadata, and the definition of macros as reusable type definitions.  
There are two types of BinX document. A SchemaBinX document comprises a data class 
section, with definitions of the data types present in the binary file, and a data instance 
section, describing the arrangement of the data values in the file. A DataBinX document is the 
same, with the addition of the actual data values in the data instance section. 
The BinX software comprises: 
• a core library, with functionality to parse and generate SchemaBinX documents, to read 

and write binary data, and to parse and generate DataBiniX documents. 
• a set of utilities, for packing and unpacking DataBinx documents, extracting, viewing and 

editing BinX files, etc. 
• plus domain-specific application code, such as required for conversion between FITS and 

VOTable formats, for example. 
A set of five models for the use of BinX are envisaged: 
1. Data catalogue model. In this scenario a user has a set of data files in binary format, and 

wants to combine them into a coherent and cohesive whole, recording both semantic and 
structural metadata about the individual files. A SchemaBinX document describing each 
binary file would be produced, cross-referenced to that file by Xlink, and then the 
metadata could be harvested from these SchemaBinX documents to provide a top-level 
summary of the catalogue as a whole. 

2. Data manipulation model. This heading covers the range of data manipulation tasks to be 
run on binary files that can be aided by having a SchemaBinX description of them. For 
example, the extraction of a subset of a dataset, the merging of several datasets, the 
transformation of a dataset (data type conversion, change the order of elements in a 
sequence, transposing array dimensions, etc), and the automatic change of byte order 
when binary files are moved between platforms. 

3. Data query model. Many scientific analyses are iterative in nature, and one might want to 
be able to perform queries on multiple datasets held in binary format as part of, say, a 
data exploration analysis. In this case, BinX could allow Xpath querying of the implied 
XML representation of the binary datasets, and additional utilities could pass the results 
into a data mining or visualization application in the form of SAX events. A generic 
ODBC/JDBC reader for binary data is close, so that may be a more profitable approach to 
querying binary data than this one through BinX. 

4. Data service model. BinX might be a convenient way of publishing data in a Grid 
environment, as the semantic and structural information contained in the SchemaBinX 
document could inform possible users, while allowing the bulk of the data to remain in a 
compact binary form. This could be combined with the data catalogue model, so that the 
SchemaBinX document describing the catalogue is what is exposed to users.  

5. Data transportation model. In many e-science applications – e.g. the association of 
sources from different databases in the VO - it will be necessary to transport datasets 
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across the network. For interoperability’s sake it may be convenient to have data in XML 
at either end, but the verbosity of XML would make it inefficient to transport it in that 
format, so conversion to binary using BinX might aid the transport procedure 
significantly. 

The BinX astronomy testbed has started by looking at the use of BinX for conversion 
between FITS and VOTable formats. The FITS to VOTable conversion is very simple, but the 
reverse requires additional postprocessing step to handle the ASCII cards in the FITS header. 
Scalability tests are underway, but a sample 37kB FITS file was transformed into a 51kB 
VOTable document in about 1.3 seconds, with the bulk of the time being taken up by the 
XSLT transformation of the 1.2MB intermediate DataBinX file into the final VOTable 
document; clearly there are currently performance issues related to DataBinX. 
A combination of BinX and VOTable might solve the data transportation problem in the 
VO. VOTable documents can come in three flavours: pure XML (large), XML plus link to 
external FITS file (smaller) and XML plus encoded binary (small). The last mentioned is 
clearly the most compact, but it requires an additional parser for its binary portion, and there 
are issues relating to byte order and data types. There are (at least) two ways in which BinX 
might be used in combination with VOTable to circumvent these problems: 
• Embedded BinX. In this approach, BinX elements are added into the DATA structure of 

the VOTable document to provide structural and semantic information about an external 
binary file. This has the advantage of not altering the VOTable schema and of keeping all 
the annotation information in a single XML document, but retains the problem of 
requiring a second parser for the data section. 

• BinX document linking. This second approach would require the amendment of the 
VOTable schema, to allow the inclusion of a BINX element within the DATA structure 
(just as a FITS element is allowed now) which would reference an external SchemaBinX 
document, which in turn would reference a binary data file. This clearly requires three 
files instead of two, but would have the advantages of keeping the VOTable document 
clean and making parsing easier, but at the expense of a change to the VOTable schema. 

The first release of the BinX library is scheduled to take place before the 2003 e-science All 
Hands Meeting in early September. Future releases are intended to include a range of 
additional functionality, such as: more utilities (e.g. a GUI BinX editor), XPath-based data 
querying, DFDL support, handling of ASCII text, output through SAX events, database 
interfacing and the wrapping of utilities in Java. 
 

2.5.4 Data Format Description Language (DFDL) WG (Martin Westhead) 
Data Format Description Language (DFDL) is a new GGF Working Group. The motivation 
for DFDL starts with the recognition that there will never be a standard data format. XML is 
as close to a standard as currently exists, but it is too verbose for many scientific applications, 
and there will always be the need to interact with data in legacy formats and domain-specific 
formats. It is realistic, however, to attempt to produce a standard for describing data formats, 
however – one that would provide transparency of physical representation, facilitate 
automatic format conversion and would provide an unambiguous description of data. The aim 
of the DFDL WG is to create such a language. A language like this would enable standard 
transformation between XML and compact binary representations of data, and would make 
data streams and files resemble databases more closely – one could point to parts of the 
structure, extract or modify parts of the data structure, and integrate multiple data structures, 
all in a standard way. Such a language would also allow the production of very generic tools 
for browsing data and for converting or transforming data, as well as for annotating data – e.g. 
marking the region of an image which corresponds to a hurricane. This is not a fairy tale. It is 
based on the existing BinX and BFD work, and DFDL just seeks to extend these a little, 
formalize their semantics and create a foundation for extensibility. 
The DFDL approach is based on the separation of structure and semantics. A general 
structural language is relatively easy to design, but the semantics are not, so these are left to 



 32

be defined elsewhere. The draft definition of the structural langauge is based on formal 
semantics, starting from structured binary sequences and building up a hierarchical structure 
over a hierarchical structure of binary values. The language describes hierarchical structure 
through the use of repetition, pointers and data reference, and aims to be concise and 
comprehensible, while very general in scope. 
There are many possible ontologies for applying semantic labels. The DFDL WG must 
define the form and requirements of new ontologies, but its initial scope will probably be 
limited to the labelling of basic types (floating point, integer, character) and simple structures 
(structs, arrays, tables), although obvious extensions are the types from SQL and XML 
Schema. In this context, an ontology is an XML Schema for new types, presenting a structural 
description of them, a definition of core API behaviour on them and an elaboration of their 
relationships to other types. 
The principal goals of the DFDL WG are the construction of a formal language for DFDL 
data structure and a standard representation of this language in XML, plus an assessment of 
the requirements for DFDL ontology and an ontology for basic types and basic structures.  
 

2.5.5 Vectorized XML? (Peter Buneman) 
Vectorizing databases. Relational database management systems conventionally store rows 
contiguously, but they could just as well have columns stored contiguously. The latter would 
have a number of advantages: projections come for free; joins may be performed more 
efficiently; storage per column is required; and there is a much better chance of getting entire 
columns into main memory. Such vectorization does have disadvantages, in that highly 
selective queries are slower and some transactions, such as deletions, are very much more 
time consuming. Vectorized implementations have been produced (e.g. Sybase IQ and some 
specialized databases used on Wall Street) and the concept of vertical partitioning (i.e. 
decomposing wide tables into a number of narrower ones) is commonplace.  
At first sight XML appears irregular, so how can it be vectorized? One possibility is to use the 
DTD to look for table-like fragments, while another is to use Liefke-Suciu (LS) 
decomposition[Error! Reference source not found.], which was originally developed for 
compressing XML. In LS decomposition, an XML document is decomposed into a number of 
files: a tag map, which contains a numbered list of the non-leaf nodes in the tree 
representation of the XML document; a set of data files, which contain the text from the leaf 
nodes and which are labeled by means of the path through the entries in the tag map required 
to reach them; and a skeleton, which described how the contents of the other files are 
combined to produce the original XML document. LS decomposition is good for querying 
XML, as well as for compressing it: simple select/project queries on downward paths can be 
performed by “lazy” parsers, which do not open files until requirements and which run very 
efficiently.  
The skeleton file can be quite large, but it would be desirable if it could be fitted into main 
memory and if the compression that achieves that could be performed in a “query-friendly” 
way. The key to this process is the identification of common subexpressions in the XML tree. 
The techniques developed work well for languages, such as Xpath, which select nodes from 
the XML tree, but what about those, such as Xquery, with add nodes to the tree?…and what 
of the highly selective queries that vectorized databases handle so badly?…and what of joins? 
These questions are all being actively studied now. 
 

3. Discussion 
The final afternoon of the workshop was left unscheduled for discussion of topics of 
particular interest that had arisen during the previous two and a half days. The following 
topics were selected: 
• A new data format for the VO and Grid? 
• Moving the code to the data 
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• Spitfire vs OGSA-DAI vs JDBC 
• HelloWorld for OGSA-DAI 
• Registries 
• What does the VO need from the Data Grid? 
• What can the VO help the Data Grid with? 
and the discussion of each is summarised below. 
 

3.1 A new data format for the VO and Grid? 
 
The discussion of this topic was prefaced by a presentation by Clive Page, which is 
summarised as follows. 
What is FITS? FITS – the Flexible Image Transport System – was invented around 1980 to 
transfer radio astronomy datasets from one observatory to another. The format is now 
recognised by most astronomical software, and is widely used as data archive format, as well 
as a data transport format. FITSIO and other libraries have been developed to read/write FITS 
efficiently using C, Fortran, Perl, Python, Java. FITS is always big-endian (so portable). The 
FITS format is defined to the last bit in primary literature. Images and binary tables are fairly 
space-efficient in FITS. 
The FITS format in more detail. A FITS file is composed of any number of Header-Data 
Units (HDUs), the first of which is called the Primary HDU, with all others being called 
extensions conventionally. Each HDU is composed of a header and a data section. The 
header contains metadata in 80-character lines of the form: 

NAME = value /[units] other commentary 
There are a few reserved names - e.g. DATE-OBS – but otherwise the only real restriction on 
NAME is that it cannot be more than eight characters long. The data section can be an Image 
or a Table. An image can have up to 999 dimensions (most have 2 or 3, in practice) and can 
be composed of 8, 16, or 32-bit integers, or 32 or 64-bit floats. Tables (in ASCII or binary 
representations) can have up to 999 columns, and up to 2 billion rows. Entries can be of the 
following data types: 8/16/32-bit integers, 32/64-bit floats, strings, logical, 64/128-bit 
complex. Vector columns (optional variable length vectors) are allowed and null values can 
be defined. 
What’s wrong with FITS? It has a flat structure for metadata, with only a single name-space 
and names no longer than eight characters. FITS files are blocked in units of 2880 bytes, and 
the length of data unit must be declared in the header unit, so FITS output cannot be streamed. 
There is no structure to HDUs, just a simple list, and no direct access to HDUs, so one has to 
decode each header in turn to find size of the correesponding data unit. Being always big-
endian requires a byte-swap on most popular platforms. It is not fully 64-bit clean. 
What’s wrong with VOTable? VOTable has three alternative ways of including binary data: 
in pure XML, which is very verbose, so a 4-byte real may turn into ~24 bytes, e.g. <TD>-
0.12345678E-04</TD>; as a BLOB, encoded in Base64; or with a pointer to a separate FITS 
file, with the possibility of loss of linkage and the duplication of header data. VOTable 
currently supports tabular datasets only; there is no format yet for images, spectra, etc. One 
cannot use direct offset to the required row or field. 
What is needed is a data format with a flexible format for a header to contain metadata and a 
data section to contain heterogeneous (table) or homogeneous (image etc) data. XML is very 
suitable for the header and binary for the latter, but to be efficient, it should be evenly spaced, 
it should also be Endian-neutral and suitable for streaming data. It could use MIME or DIME 
to have separate sections of file, as proposed for BinX, and use BinX/DFDL in header to 
describe data unit. It could be possible to choose big or little-endianness when the file is 
created, should allow FITS HDU as a special case of data unit for compatibility and should be 
made fully 64-bit clean for tables larger than 2 billion rows. 
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The rest of this subsection summarises the points made in the discussion that followed Clive 
Page’s presentation. 
• Validation. XML allows validation of data files, by reference to a schema or DTD; but 

this requires one to be online to access that file, so it would be useful for there to be 
options as to where to obtain it – e.g. allowing local caching for offline work. It also does 
not always work: many XML query tools just return an empty answer, which could mean 
either than there are no matching records or that an error has been made. An alternative to 
validation with XML is to have type checking in applications that produce data files. 

• Metadata and UCDs. Existing formats like VOTable and FITS mix structural and 
semantic metadata. At the moment, the manipulation of a number of VOTables, say, in 
combination requires a user to make sensible decisions, once UCDs have filtered out 
clearly incommensurable columns. More automated interoperability will require the 
establishment of relationships between data elements in a VOTable (i.e. an ontology) to 
facilitate reasoning by computers. If/when there is a more complicated ontology, the 
semantic and structural metadata should be separated. It is desirable that future UCDs 
present information hierarchically – e.g. it should be possible to drill down from a UCD 
representing a flux in a given filter band to a representation of the filter bandpass.  

• A new data format. There will be political problems with defining another new data 
format for the VO, as data centres will be unwilling to expend the effort needed to serve 
data using it. However, there was a general enthusiasm for the idea of a new format with 
the following characteristics: a metadata header section; a DIME-like ability to bundle 
together multiple data sections, possibly with different formats individually and with the 
possibility of assigning relationships between these different data chunks; FITS and 
VOTable v1.0 should be allowed types for data chunks, so that existing applications can 
read data from this format readily. The underlying representation of the data can be 
independent of how it is presented to the user. Conceptually, one could think of a data 
browser/editor tool that acted as a magnifying glass passing over the different chunks in 
the data file: the data may be stored in a compact binary format, but when the magnifying 
glass passes over them, they are presented in whatever format the user desires. This might 
be achieved through the use of an XML schema description of the data in the chunks (like 
BinX or DFDL), which would enable binary data storage, plus the serving of data to 
applications in XML or whatever desired format could be produced by XSLT 
transformation on the XML representation of the data. 

 
 
 

3.2 Moving the code to the data 
The advent of multi-TB datasets makes the downloading of whole datasets to the user’s 
workstation for analysis impractical. It’s clear that the future will see analyses being run on 
the data in situ, so data centres must have the computational resources (hardware capabilities 
and installed software) to facilitate that. It is easy to imagine a system where users specify 
analysis workflows built from existing component (e.g. common libraries or some package-
language hybrid, like IDL[108], in which macros can be readily defined), but the offering of 
real upload of user code will be harder to implement safely. However, supercomputer centres 
do offer that facility, so the problems cannot be insuperable, while the general issue of code 
which carries proof of its behaviour is an active topic within academic computer science. 
In many cases it will be I/O bandwidth to the data that is the problem, not the availability of 
suitable CPUs to analyse data once they have been selected as relevant. For such a case, one 
could envisage creating what Alex Szalay has called a Ferris Wheel for a large dataset. This is 
a system which continually scans the database and, for each record it reads, determines 
whether or not it satisfies each of a list of constraints that are supplied by users. In such a 
system, the data is run over a set of queries supplied by users, rather than having individual 
queries run over the data. This system is ideal for queries searching for needles in a haystack, 
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but can’t readily implement cross-correlations, although one could envisage coordinating 
Ferris Wheels for a series of databases, which would be constrained so as to scan the sky at 
the same speed, thereby facilitating cross-correlations between them. 
Another likely feature of future analysis in the VO is its iterative nature, which motivates the 
caching of intermediate datasets from which successive selections can be made and/or on 
which different algorithms can be run. The SDSS archive team at JHU is working on this 
idea, by allowing users to create a database – MyDB – within the DBMS holding the SDSS 
archive. 
One fruitful exercise that could be attempted would be to put an SDSS-2MASS neighbours 
table online in a restricted environment in which users could upload code, and see what 
happened – what kind of analyses people ran and what kind of problems arose. 

3.3 Spitfire vs OGSA-DAI vs JDBC 
These three different methods of getting data out of a relational database were discussed 
during the meeting. The essential difference between them is whether they employ a 
connected or a disconnected model for the interaction between the database and the client 
application.  
ODBC/JDBC is a very nice, clean interface. One can submit queries through it in any 
language - one just presents a string that one asserts is a query. The flipside is that the return 
set is very flexible - it can be almost anything. The other problems of ODBC/JDBC result 
from their being connection-oriented protocols: one may have to present a password, has to 
pull data back in chunks and any problem may require reconnection and re-running of the 
query, etc. Results are also returned to the client which posed the query, which may not be 
optimal in a workflow. 
Spitfire is a web service wrapper to JDBC, so it has the same pluses and minuses. It seems to 
be primarily intended for the shipping of metadata, and so may not offer good performance 
for large data transfers. One advantage of a service-based database access mechanism is that 
the service may be able to get into a database (albeit perhaps only to perform restricted 
operations) even if the individual user does not have the correct password for access. 
OGSA-DAI, by contrast, is a disconnected record set model, more appropriate to a loosely-
coupled system. A user sends in a command and gets data out, but they can be sent elsewhere, 
or be left to be picked up later. The concepts within the OGSA-DAI universe map readily 
onto the concepts within a JDBC-like framework - resource manager = file server, data 
manager = file. data activity = connection, dataset = result set, and it is likely that a data 
activity can become a resource manager – in which case it is quite likely that OGSA-DAI will 
be implemented on top of JDBC. Indeed, it is expected that a data activity will be close to its 
database, so it can maintain its connection, in which case the difference between the two 
models is minimal. 
Which of these models is likely to be best for the VO? 
Experiments to date with the SDSS have revealed no serious problems with a connected 
model. Users seem happy with a situation in which the data centre places limits on elapsed 
computation time and returned data volume. However, this may just be an indication that the 
VO is not really up and running as a research tool, and things may change once it is. The most 
common complaints from users currently concern the difficulty of producing accurate 
estimates of query estimation times, and that is a problem relating to the database, not its 
access method. 
Another requirement that has been identified is, as mentioned in Section 3.2 above, the ability 
for users to store intermediate result sets in temporary tables; this is likely to be difficult with 
Spitfire and the current OGSA-DAI software.  
Equally, it is not clear whether data centres need to offer connected access in addition to 
disconnected – i.e. JDBC as well as OGSA-DAI. One notable advantage of a connected 
model is that it allows the use of cursors, but these are not allowed in the current SDSS 
system and their lack is not evident so far. 
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3.4 HelloWorld for OGSA-DAI: 
A barrier to the adoption of OGSA-DAI at the moment is the lack of a bite-sized HelloWorld 
client application. Currently, the test client code is too verbose: there’s ~40 lines of import 
statements out of a total of ~150 lines – the full client is about three times longer, but most of 
the difference is exception handling.  
The current client basically does the following. It sets p URLs for examples and registry. It 
goes to the registry to get the grid data service factories, returns with a handle to the required 
factory. Then it gets the factory port-type to see what methods are associated with it and then 
gets information on the resources associated with the port-type. Next it sets up the grid data 
service with parameters; this requires a document which defines namespaces. A command is 
sent to the data activity, which includes the query string. That document is taken and turned 
into a DOM, then the request is performed, resulting in the return of an XML document. 
Finally the connection to the GDS is destroyed.  
It should be possible to write this in 20 lines of code, rather than 150 currently needed, by 
reducing the number of parameters that are set programmatically and by encapsulating the 40 
includes statements in just one statement. By contrast, the analogous code fragment for a .Net 
service is about 10 lines of code long, and the only real difference is the lack of registry calls 
in the .Net client. While this is a criticism about presentation, to some extent, and not 
functionality, it is a serious criticism, since the current test client is too complicated for the 
interested newcomer to pick up and play with. 
 
 

3.5 Registries: 
The consensus on registries for the VO and data grid is that they are important, UDDI is not 
the answer (because it records only business-related attributes, irrelevant to scientific 
applications), but that nobody really knows what the answer is. OGSI doesn't define what 
metadata are in the registry, just how to get the metadata for a service. The registry will say 
which services have a given port-type, but then one has to go the service to find out more. 
Many Grid pundits think that the contents of registries are too domain-specific for them to 
address, but this is only half correct, since there are different types of metadata. For example, 
the registry entry for an astronomical database may need to store both its data access 
technology (SQL, say) and its sky coverage. The means of expressing the latter probably 
can’t be addressed at a Grid level, as it is too domain specific, but the former is not. In the 
light of this, a registry entry in the VO is likely to have to be composed of several documents 
– the most basic of which records generic Dublin Core[109] metadata, and the others of 
which hold the domain specific stuff, like sky coverage. 
 
 

3.6 What does the VO need from the Data Grid? 
The VO has a number of obvious Griddy requirements: 
• Third party transport of data. This will greatly simplify the creation of workflows which 

involve the analysis of result sets produced by queries on multiple databases. 
• Authentication, Authorisation, etc. This will become important when the VO extends to 

cover all astronomical data, including the subset which have access restrictions – e.g. 
proprietary periods – which have to be enforced. 

• Management of long running jobs. For example, many astronomical applications may 
require trawls through large databases, which can be performed at low priority, but which 
need some sort of state management. 

The VO is different from the High Energy Physics (HEP) applications which have driven the 
development of the Grid so far. The VO is data driven, so its operations will necessarily be 
closer to the data – see Section 3.2 above. A pressing question for the VO community is how 
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to use virtual data, turning a workflow into a data set. Can approaches like the Chimera[110] 
system developed in the GriPhyN[111] project satisfy the virtual data requirements of the 
VO, or does it need its own virtual data language? Chimera currently works on files, but it 
could be extended to work with other data structures.  
Whilst the VO is data-driven, it is possible to think of some VO scenarios which are 
sufficiently computationally intensive to require an HEP-like Grid. For example, estimating 
photometric redshifts for 50 million galaxies from an optical/near-IR imaging survey. In that 
case, the computation time required for each redshift estimate is much longer than the I/O 
time needed to extract the photometric data from the database, and the data volume associated 
with each galaxy is trivial, so it would make sense to distribute this job in a computational 
grid way.  
 

3.7 What can the VO help the Data Grid with? 
There are two obvious areas where the VO community can help the data grid community. The 
first is in providing use cases describing real scientific problems that could be addressed with 
Grid services. A prime example of that is the database federation problem addressed by the 
SkyQuery association service, although this would require the inclusion of bulk loading 
functionality into OGSA-DAI. The second obvious thing the VO community can do is to test 
prototype Grid software and provide detailed feedback to the people creating the core 
infrastructural services. This will both aid the setting of priorities for the development of 
further functionality, and also encourage the infrastructure builders by showing that what they 
do really is needed. To do this properly, however, requires the assignment of Grid certificates 
to a large enough group of people to produce a reasonable workload of certificated jobs to be 
run on testbed grids. 
 

4. Conclusions  
The principal conclusion of this workshop was that the opportunity that it afforded for 
informal discussion between members of communities which are separate, but which have 
overlapping interests, was very worthwhile. The workshop participants felt that further 
meetings of this sort should be held and that, whilst they should not be expanded in size, it 
might be useful to broaden their scope through the inclusion of some biologists, since the 
problems experienced in the biological sciences are very similar to those in astronomy. On a 
practical note, it was suggested that further meetings be held sufficiently far away from the 
offices of all attendees’ that their participation could not be easily disrupted by alternative 
calls on their time. 
It is clear that the VO is a prime example of a data grid, and that it can play a useful role in 
Grid development, by providing use cases for applications to be run as Grid services, and by 
testing prototype Grid software. For this latter to work, however, requires the establishment of 
a larger cohort of certificated users and the release of software that is less complicated to the 
newcomer and more robust, especially as regards unplanned changes in capabilities between 
release versions. Examples of concrete suggestions for future collaborative work resulting 
from this meeting are an OGSA-DAI implementation of a SkyQuery-like association service, 
and the establishment of a sandbox within which users can upload code to use in the analysis 
of a database of neighbours from two large sky surveys, such as 2MASS and SDSS or 
2MASS and SSS. 
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