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1. Introduction 

1.1. Overview 
This report summarises the workshop on Images, Medical Analysis and Grid 
Environments that was held at the UK e-Science Institute on September 16-18th 2003, and 
presents a set of recommendations from the discussions that were held there.  The aims of 
the workshop were to investigate key challenges in the handling and use of distributed 
medical image data, and opportunities for international collaboration in using Grid 
technology to address them.  Topics discussed included interactive visualisation, image 
registration, analysis, and data management, with the associated issues of metadata, 
ontologies, provenance, data integration, and clinical/research governance.  Forty people 
attended from around the world.  They  ranged from computer scientists, through 
application scientists, to representatives of research funding agencies. 

1.2. Motivation for the Workshop 
Advances in scanning technology and other data collection systems are producing a 
massive increase in the amount of data about individual human subjects that is available 
to the clinical and medical research worlds.  Meanwhile, distributed archives yield a 
similar increase in the data available about subject populations. This increase requires an 
increasingly sophisticated IT infrastructure to store, query and process the data.  

Simultaneously, enhanced processing power allows more sophisticated analyses to be 
performed, and more detailed visualisations to be displayed.  Increases in network speed 
and connectivity are allowing more co-operation between distributed teams and 
resources.  Put together, these technological developments allow new procedures such as 
displaying of an MRI scan to a surgeon during an operation, or correlating genetic and 
molecular information to develop more effective non-invasive treatments. 

Grid technology is the key to providing this “joined-up” working.  Grid software uses 
these new hardware capabilities to provide access to distributed resources.  This requires 
many advances in the design and implementation of software systems, to: 

• find which remote stores to consult in order to find particular information,  
• locate processors able to perform analyses 
• specify the flow of work through the system 
• optimise this with respect to the resources available 
• reserve the necessary resources in advance, and 
• enact the work at the required time. 

Typically, Grid systems work across organisation boundaries, and thus require service-
level agreements to be negotiated dynamically, a record to be made of resource usage, 
and all necessary accounting to be taken care of.  They have to do this reliably and on 
ever more complex systems. 

Delegates described scenarios for performing new science, and considered the 
implications these posed on Grid technology.  A major aim of the workshop was to 
identify the key areas that need to be addressed, thus ensuring that technological 
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development continues to be driven by real needs.  The workshop also aimed to highlight 
opportunities for international collaboration to address these issues. 

1.3. Structure of the Workshop 
The first afternoon of the workshop consisted of presentations by guest speakers.  This 
was followed by two days of discussions in four working groups, with interim sessions 
for reporting back and general discussion.  The four working groups and their leaders 
were as follows: 

• Interactive Data Exploration and Visualisation (Steve Pieper) 
• Image Mapping, Registration and Atlases (Derek Hill) 
• Image Analysis, Measurement and Query (Michael Knopp) 
• Data Management, Transfer, Metadata, Ontologies and Provenance (Joel Saltz) 

Appendix 1 gives the abstracts of the presentations from the first day of the workshop. 
Appendix 2 lists the memberships of each group.   

The first three working groups focussed on developing application scenarios that 
illustrate the potential of Grid technology to medical scientists, along with the 
technological advances that are required to realise these scenarios.  The fourth working 
group concentrated more on the technology, in particular the many issues underlying the 
management of image data. 

1.3.1. Interactive Data Exploration and Visualisation 
This working group was tasked with exploring the issues involved with the Grid 
technology required to visualize large data sets interactively.  These topics include: 

• Exploring large data sets 
• Collaborative control/analysis 
• Teaching support 
• Remote consultation 
• Surgical planning 
• Access control policies 

1.3.2. Image Mapping, Registration and Atlases 
The aim of this working group was to consider the image-analysis topics of registration, 
mapping and atlases in the Grid context. The discussion concentrated on issues that are 
important for the development of Grid services for image registration and mapping. 
These include: 

• How do we make image registration Grid services interoperable? 
• Can the Grid provide a technology push? 
• How should we represent mappings? 
• Should we use Grid-services for a major cross validation of algorithms? 
• How can, or should, atlases be shared? 
• How could these services be used commercially (e.g. for drug discovery) 
• What user interaction is required? 
• How can we calculate, represent and manipulate statistics of mappings 
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1.3.3. Image Analysis, Measurement and Query 
The third working group focussed on the use of images for analysis.  Issues covered 
included:  

• Data sources - radiology, pathology, microscopy  
• Segmentation, pattern recognition, feature measurement, correspondences  
• Algorithm analysis & evaluation/calibration  
• Image ensembles  
• Model-based analysis  
• Anonymisation and other governance policies 

1.3.4. Data Management, Transfer, Metadata, Ontologies and 
Provenance 

This group attempted to articulate how users would experience the ideal future 
infrastructure for data management. The group decided that an ideal future infrastructure 
for Grid-based image data management would be able to accomplish the following: 

• Identify, query, retrieve, and carry out on-demand data product generation 
directed at collections of data from multiple sites/groups on a given topic. 

• Reproduce each group’s data analysis, and carry out new analyses on all datasets. 
• Support users in carrying out entirely new analyses or incrementally modifying 

other scientist’s data analyses. 
• Hide users from worrying about physical location of data or processing.  
• Provide excellent tools to examine data. 
• Provide mechanisms to authenticate potential users, control access to data and log 

identity of those accessing data. 

1.4. Structure of This Report 
The immediately following section presents our recommendations and opportunities for 
research to better support medical research and practice.  The rest of this report presents 
the case for support in more detail.  It describes the application and technology scenarios 
developed by the first three working groups, then a discussion of the technological issues 
that need to be addressed to realise those scenarios.  The final sections present related 
work and summarise the opportunities arising from the use of Grid technology.  
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2. Recommendations and Opportunities for Research 

2.1. Application Areas 
The following applications are examples of areas that we expect to be enabled by Grid-
based image analysis and visualization. We anticipate that each of these areas will grow 
both in practical importance and in research funding.  

1. Use of medical imagery to detect disease. Radiology and pathology studies are 
acquired on large numbers of patients. Image analysis algorithms are employed to 
screen for possible pathology. Screening algorithms are used to identify a subset 
of patients that require additional follow up.  Databases are used to create case-
oriented reference atlases and training collections. 

2. Algorithmic disease classification and staging. Algorithms involved on 
biomedical images provide a characterization of disease that minimizes or 
eliminates inter-observer variability.  For instance, in oncology, algorithms can be 
designed to quantify tumour volume, characterize histological type, quantify 
immunostaining or describe anatomical location.  

3. Quantification and characterization of features at one or several scales. In 
basic science studies, image capture followed by algorithmic quantification of 
features of interest make it possible to precisely document results of studies. If the 
investigators make the imagery available, other investigators can re-analyze 
experimental data, possibly using different image classification and quantification 
algorithms. If images and algorithms are made available, scientists can pool 
datasets and carry out analyses with multiple image classification and 
quantification algorithms. 

4. Image guided procedures and surgical planning: Information from imaging 
devices already play a key role in the execution of many interventional 
procedures.  Real time image information is routinely employed in 
neuroradiological procedures, when carrying out biopsies and in interventional 
cardiology. While fluoroscopy is the primary imaging mode in current use, fluro-
CT is becoming more common, and in the future procedures will be carried out 
using increasingly sophisticated real time imaging technology. Visualization 
capabilities will be developed to optimize the value of imagery to clinicians by 
customizing the way in which the information is presented. There will also be an 
ability to go into a planning mode at critical points in the course of the procedure, 
along with an ability to superimpose images captured at different times during the 
course of a procedure.  

2.1.1. Algorithm Research 
The above tasks are enabled by algorithms that carry out image registration, visualization, 
image analysis and content-based image retrieval.  While there has been a great deal of 
research in these areas in the past few decades, there will be substantial and continuing 
need for further development and testing of algorithms.  The need for additional 
algorithmic research will be driven by: 
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1. The continued development of new imaging modalities and of molecular imaging, 

2. The need to register, analyze, visualize and query images that describe a single 
organism at multiple space and time scales, 

3. The need to integrate data from multiple organisms, such as differing gene 
expressions in embryo development, 

4. The desire to attach annotations to 3D and time-varying images and to display 
these annotations appropriately under different viewing parameters, 

5. Challenges brought on by the need to invoke algorithms on large ensembles of 
images, and 

6. The need to support interactive image analysis and visualization. 

2.2. Grid Technology 
The need for Grid computing is motivated by a number of factors. The first is that 
patients are typically cared for by local medical institutions. Implementing systems 
software to support tasks such as screening and disease classification and staging has to 
take this into account. While it is possible to move data to central facilities, we anticipate 
that a combination of issues related to patient privacy, data ownership and storage 
logistics make it much more attractive to maintain a distributed Grid-based data archive. 
In Grid-based scenarios, data and/or computation migrate when analyses or queries need 
to be carried out. 

Grid computing is also motivated by the need to synthesize data obtained at different time 
or space scales using different imaging modalities. Multiple scale/multiple modality data 
frequently arises when a research community carries out a coordinated study that targets a 
given type of model organism, e.g. a strain of mouse subject to a variety of controlled 
genetic alternations. Different research groups can be expected to have expertise in 
different types of imaging technology; thus each research group will specialize in 
research that will generate a particular portion of a community dataset.  

Finally, the aggressive application of data and computing to image guided procedures and 
surgical planning implies the need to support large transient on-demand computing and 
data retrieval demands. Support for image guided procedures must include the ability to 
schedule access to resources capable of demonstrating a given level of performance in 
carrying out data accesses and computations. 

2.2.1. Impediments to Progress 
While the requirements described above (and detailed in the document) are not unique to 
biomedical applications, Grid requirements associated with biomedical image 
applications do pose many challenges. Impediments to progress arise from legal, ethical 
and technical problems.  Some examples follow: 

• Efficient support is needed for on-demand computing.  This implies an ability to 
schedule resources across the Grid to control end-to-end processing and data 
access time. 
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• The sample set for specific tasks, e.g. analysis of rare diseases, may be attainable 
only by integrating multi-national data, but there are legal and ethical constraints 
on such data sharing.  The solutions must be sufficiently robust that thay engender 
both professional and popular confidence and trust, 

• Images can be important components in long-term and large-scale clinical trials, 
e.g. to support diagnoses and outcome adjudication.  The trials are often multi-
national.  The cost of these trials or epidemiological studies could be much 
reduced if standard healthcare data and images could be used.   

• Security mechanisms must permit fine grained control of data access and logging 
of data requests. Patient privacy must be protected while authorized users who 
want to aggregate data from many sites need to be able to carry out their work in a 
straightforward manner. 

• Middleware and algorithms are required to support efficient execution of queries 
directed at very large Grid-distributed datasets 

• New mechanisms are required for creating commonly understood descriptions of 
medical experiments. These descriptions need to encompass the types of 
organisms or systems being studied, experimental conditions, specification of 
imaging devices and operating parameters. Ontologies need to be defined, 
propagated and maintained and automated methods implemented to capturing 
experimental parameters.  

2.2.2. Grid Research Opportunities 
Therefore research funding should address at least the following areas: 

• Grid protocols and scheduling strategies that prioritise response time instead of 
throughput. 

• Optimisation of data transmission based on image structure and query analysis. 

• Standardisation of image formats and transformation files. 

• Organisation of image repositories, image caching and image transport. 

• Collections of standard image analysis algorithms. 

• Metadata standards for recording provenance of data. 

• Ontologies that describe image collections, algorithms and associated metadata. 

• Corresponding methods for querying and discovering image data. 

• Security policies and enactment mechanisms that satisfy the legal and ethical 
requirements of clinical practice. 

• Mechanisms for deploying services that satisfy stringent privacy requirements. 

• Real-time stream handling for monitoring and control of scanning devices. 

• Resource tracking and payment mechanisms. 
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2.3. Research Consortia 
Research in imaging related application areas, in algorithm development and in the 
development of Grid computing technologies needs to be linked. Grid computing 
technologies will need to be customized to ensure that the technologies support key 
application areas. On the other hand, application areas enumerated here require 
operational Grid infrastructure. We suggest that geographically-distributed research 
consortia be formed to tackle the cross-cutting issues of collections of image related 
applications, algorithm development tasks and Grid software development efforts. This 
will make it possible to develop and test Grid technologies in a realistic context.  

We also suggest that individual Grid software-development efforts be funded.  To ensure 
that the software remains relevant to applications, the funding should require that the 
efforts be linked to emerging or ongoing Grid-based imaging application groups. 

2.3.1. Potential Membership 
Ideally, the large research consortia should include members from the following 
communities: 

• Clinical Collaborators:  It is critical to have real end-user involvement in the 
development process, particularly in since this work aims to provide an 
application software environment for extended interactive use. For some 
applications, experimental clinical use is already possible (surgical planning for 
instance). Clinicians should be encouraged to increase the level with which they 
record experimental conditions, using appropriate metadata tools. 

• Computer scientists:  To realize the potential of Grid computing, the software 
and systems architecture must be carefully designed.  The knowledge and 
experience of the computer science community will be vital in delivering systems 
that are scalable, secure, fast and robust.  

• Application Software Developers:  Ideally these will be collaborators with 
existing ongoing relationships to the clinical end-users so that the work will have 
appropriate relevance.  For the initial project, extending an existing application 
software environment may be the most productive method for development of a 
prototype that can illustrate both the strengths practical and weaknesses of the 
current Grid environment. 

• Compute Resource Site:  As mentioned above, it is critical to have active 
participation and buy-in at a policy level to provide a visible advantage to early 
users of Grid technology.  Appropriate sites should be able to allocate both 
compute time and development resources to the project.  Ideally, the centre will 
have the expertise to identify and resolve issues related to the current 
implementation and direction of Grid software for interactive use. 

• Corporate Partners:  While an initial proof-of-concept test bed may be possible 
without direct corporate involvement, we believe there are several mutually 
beneficial areas for collaboration.  Computer vendors such as IBM, Dell, Sun, etc 
should be interested in developing tools to facilitate interactive Grid computing, 
while imaging vendors like GE, Siemens, and Philips have an interest in 
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promoting and improving imaging techniques for multi-centre trials.  Similarly, 
large pharmaceutical companies could be collaborators as end-users of these 
technologies. 

It has been noted that EU-funded projects are already required to include this range of 
collaborators. 

2.3.2. Procurement Policies 
One of the critical system requirements is the need to move Grids from batch-oriented 
processing to interactive processing.  This evolution may come naturally as the Grid 
community expands to encompass a larger range of users, but policy decisions can 
greatly facilitate this transition.  For example, dedicating a portion of new Grid compute 
resources as capability machines for interaction could jump-start the process. 

2.4. Test Beds 
As a result of the workshop, some groups began the formation of test beds to better 
characterize the outstanding issues and to begin the process of resolving them.  

2.4.1. Image Mapping, Registration and Atlases 
This aim of this testbed, led by Derek Hill, is to build a Grid application to enable 
comparison of registration algorithms.  This is a “starter” project, which will address 
some of the basic technical issues and provide some preliminary scientific results and 
baseline experience for a funded larger scale consortium.   

The technical purpose is to demonstrate the use of Grid technology and middleware to 
achieve expandability and heterogeneity in terms of the compute resources and 
algorithms.  Upon the successful demonstration of this starter scenario, additional 
research teams will be added.  

2.4.2. Automated Annotation System and Metadata  
The aim of this test bed, led by Mark Ellisman, is to investigate formal system for 
representing annotations.  It will use experimental devices as motivating examples. 

2.4.3. Systems Software and Middleware Performance 
The aim of this test bed, which is led by Joel Saltz, is to deploy systems software at 
multiple sites and run application scenario test beds from other groups. This might 
include analysis of MR imagery to quantify cancer treatment efficacy, along with test 
beds for the development and evaluation of registration algorithms and image processing 
algorithms. 
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3. Application Scenarios 
This section describes several scenarios where Grid technology can provide new 
capability to medical image processing.  An interactive Grid for medical images will aim 
to gather highly specialized instruments, distributed storage at terabyte-scale, or even 
petabyte-scale, parallel computing facilities, and interactive visualization tools.  Users 
will be able to collaborate across organisational boundaries, while respecting the 
necessary security and privacy control of each organisation.  This will enable users to 
access data where it is stored and curated, without requiring a central data warehouse.   

Despite the increasing power of desktop computing systems and local compute clusters, 
many visualization and data exploration applications will continue to require Grid 
computing.  This is because the same process that increases the power of the desktop 
computer also increases the resolution of the scanning devices.  This in turn generates 
larger, more detailed images, which require more computing power to analyse.  

3.1. Scenario 1: Medical Imaging Analysis 
Interactive image analysis is potentially a major beneficiary of the high-performance 
computation available on a Grid. The task of analysing large images at a sufficient speed 
to support interactive use requires substantial computing power.  

As an example, image analysis algorithms can be used in radiological and pathological 
screening, to identify a subset of patients that require additional follow up. Databases can 
be used to create case-oriented reference atlases and training collections. 

As another example, algorithms on biomedical images could provide a characterization of 
disease that minimizes or eliminates inter-observer variability.  For instance, in oncology, 
algorithms can be designed to quantify tumour volume, characterize histological type, 
quantify immunostaining or describe anatomical location.  

In basic science studies, image capture followed by algorithmic quantification of features 
of interest make it possible to precisely document results of studies. If the investigators 
make the imagery available, other investigators can re-analyze experimental data, 
possibly using different image classification and quantification algorithms. If images and 
algorithms are made available, scientists can pool datasets and carry out analyses with 
multiple image classification and quantification algorithms. 

The health care challenge is to transfer experimental research first to clinical practice, and 
then to routine clinical practice. Today, classical problems such as segmentation or 
registration require high-end parallel computers and do not have a fully reliable automatic 
solution. This difficulty can be alleviated in admitting some degree of user interaction. 
Combining the medical user expertise and the resource of the Grid in compute and data 
intensive tasks is a promising way to tackle this challenge.  With this final goal in mind, 
the scientific challenges are multiple.  

Adapting the medical imaging algorithms to Grid systems may need to explore, besides 
adaptive methods, the application of multi-scale model or multi-model methods, to 
achieve an acceptable trade-off between immediate visualization and computational 
precision. When the medical user focuses to a region of interest in the medical image, or 
discovers that something is not adequate in a registration process (for example), she 
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expects an immediate visual feedback, despite the complexity of the background image 
generation process and the large size of data involved.  

Figure 1: The steps of a visualization-based interaction. 

For instance, in clinical practice, the selection of the most appropriate data is a highly 
interactive process where the expertise of the radiologist is required to browse the various 
views included in a clinical exam . A more difficult problem is navigation inside one 
image  with the usual graphical interactions (rotation, zooming etc). and the ones more 
specific to the application, which are basically computational steering. 

For some interactions, a non-optimal quality of information is sufficient. For instance, 
only a cursory inspection can result in eliminating some data sets, when a DICOM exam 
is browsed for selecting the most relevant image. Or, when an image is actually 
visualized, the radiologist will first navigate through the image to localize the places she 
is interested in; at this step, an approximate view is enough. When a finer level of detail is 
required, only a limited part of the actual information can actually be viewed at a given 
time by the radiologist, for instance because of medical windowing when visualizing a 
DICOM images (a selection of a range in the 216 gray-levels), or because not all the 
information provided by complex segmentation or registration algorithms can be 
simultaneously displayed.  

User Interaction 

Acquire Browse Analyze Interpret Render 

Data is acquired during a medical exam, using a Scanner, MRI, or PET-scan; data and metadata are further encoded in 
DICOM format. Remote control of such tools is not considers here.  

Browsing is the graphical navigation through the data and metadata.  

Analysis translates the physical data (typically 3D densities or voxels) to data relevant to the user request. This task can 
be simple, such as the planar projections used when navigating a radiological image, or very time-consuming, e.g. in  
semi-automatic segmentation, multi-modal fusion or registration.  

 Interpretation generates a visualizable representation of the data, and can also be costly(e.g. tesselation). 

The localization of Rendering/Rasterization final step depends on the application and the target environment. For very 
heavy image, or if the target is a virtual reality center or collaborative work, this phase should be distributed; for 
standard clinical practice a high-end PC provides the necessary graphical performance  
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3.2. Scenario 2: Augmented Reality 
Another class of example is augmented reality, where pre-operative data, computed 
geometries, intra-operative images or the patient body itself can be combined to optimize 
a chirurgical intervention or therapy planning.  Augmented reality differs from virtual 
reality in the fact that the goal is not to create images, but to supplement real data from 
some viewpoint, source, date or modality with real data from another such item. 
Registration, intra-operative MRI for brain surgery, and multi-modal fusion are examples, 
as well as intra-operative techniques (fig. 2 shows augmented reality applied to 
nephrolitotomy, Tenon hospital October 2003). 

Grids will be instrumental in placing augmented reality as an everyday tool for medical 
imaging clinical practice.  The main issue is how to ensure interactivity, with two 
obstacles.  First, the volume of remote data may be very large (for a multi-resolution 
scanner, the data consists of one thousand slices of 512x512x16 bits, i.e. about 500 MB).  
Second, the access through the Grid adds the penalty of the traversal of all its information 
systems.  

Figure 2: Augmented reality in surgical planning for nephrolithotomy 

3.3. Scenario 3: Prototyping a New Algorithm 
A biomedical scientist or clinician may need to establish a technique for handling new 
image types or applications and will need to experiment with available techniques to find 
appropriate solutions. In this scenario the scientist is likely to be using new or evolving 
sources of data, and addressing new clinical or scientific questions. In order to effectively 
analyse the data, it is necessary to find the right algorithm.  This is very difficult to do at 
present. The scientist has three choices:  

1) Read the literature and try to find a paper describing an application as close as 
possible to his or her own new one.  

2) Download freely available algorithms from the internet, and try these out with the 
new data to establish which is best.  

3) Re-implement multiple algorithms described in the literature and try these out 
with the new data to choose the best algorithm.  

All three of these approaches are difficult. A literature survey is, by definition 
problematic for a new application, as there is no prior art. The closest application may 
well differ in some subtle way that is very important in terms of algorithm performance. 
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Also, an algorithm described in the literature may not be available, and may not have 
been described in sufficient detail to be re-implemented. 

The second approach might initially seem straightforward, but is also non-trivial. It 
requires considerable computer expertise and quite a lot of time to download the different 
publicly available packages and get them working. Due to incompatibilities between 
image file formats and a total lack of standardization in file formats describing 
registration solutions, quite a lot of programming may be needed before the data can be 
loaded into all programs, and the solutions compared. 

The third approach is the most computationally difficult, especially since many of the 
papers describing algorithms omit important implementation details. Very few 
researchers have the resource to pursue this option.  

If Grid services were available for the same image algorithms as can now be downloaded 
from the internet, and if these services had clearly defined formats for the input images 
and the output transformations, then it would be much more straightforward for a 
researcher with a new application to try out the algorithms available. The Grid would 
speed up application development by providing a prototyping environment.  

3.4. Scenario 4: Cross Validation of Registration 
Algorithms 

Image registration is the process of defining a mapping between multiple images of an 
entity sampled at different time points. The images may be gathered by different devices 
and be represented in different formats. For example, a patient undergoing radiation 
treatment has an X-ray taken each week during the 8 to 10 week treatment. For accurate 
comparison, X-rays must be aligned to assess effectiveness of the treatment.  When 
different image technologies are involved, or the entity under study has changed 
significantly (such as pre and post surgery images) the mapping inherently involves 
morphing of the image data. These are compute intensive algorithms that can benefit 
from parallelization.  

The medical imaging literature contains an ever growing number of image registration 
algorithms. Almost invariably, these algorithms are tested on different images from one 
another, so direct comparison is very difficult. This scenario seeks to address this 
weakness of the field by using the Grid as a research tool for testing, comparing and 
validating registration methodologies and implementations. For this scenario, the Grid 
could offer: 

• Image registration algorithms available as services 

• Reference datasets 

• Mechanism for the definition and addition of new registration algorithms and data 

The scenario enables researchers to compare their new algorithms with the state of the art 
prior to publication.  It also enables researchers with new applications to compare how 
the available algorithms apply to their new problems. Visualisation of the registered 
images is an important aspect of validating and rating a new registration algorithm.  An 
important feature of the Grid in this application is that the distributed infrastructure 
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makes it straightforward to add new algorithms and data, resulting in an on-going 
validation experiment that remains relevant. 

3.5. Scenario 5: A Production Image Registration Service 
This scenario involves the provision of an easy to use, perhaps commercial, service for 
customers to undertake image registration and mapping on a routine basis. Customers 
would include application scientists (e.g. clinical research fellows), companies (e.g. 
pharmaceuticals) and healthcare organisations. These users have different requirements 
for regulatory approval and security, which would have to be met before such a service 
could be successful. 

Although the algorithms would be primarily automatic, user interaction or computational 
steering would be required to enable the users to keep track of results, and to provide 
constraints on the algorithms, or even nudge them in the correct direction, if they are not 
succeeding entirely automatically. These services could either be used in a free-standing 
form (e.g. via a portal) or could be incorporated into other workflows. 

This scenario has the important property that the service is production strength, and can 
be used by third parties to build other applications. There have to be improved security 
and payment structures before this can happen. In addition, the registration services 
would be much more valuable to third parties if they had suitable regulatory approval.  

3.6. Scenario 6: Scanner Control 
Dynamic Data-Driven Application Systems involve a closed loop system that employs 
one or several applications to interactively control a physical or simulated system.  There 
is typically two-way interaction and flow of data between the controlling application(s) 
and the physical or simulated system.  In the context of medical imaging, a particular 
class of examples arise when controlling the MRI or other scanners that generate the 
images of interest.     

One example is to feed back new pulse sequences to an MRI scanner.  One can download 
a new pulse sequence based on a combination of observation of machine behaviour and 
analysis. For instance, one might use pulse lengths designed to null a particular effect, 
such as when a tissue is hiding a particular signal.   

Another example is to steer a high field MR device to place its high-resolution “sweet 
spot” over the portion of the subject that requires a high resolution image. A machine 
vision application could be used to iteratively assess the current pattern of spatial 
resolution and to build a physical model of the object being imaged. A set of calculations 
is then carried out to estimate how machine parameters should be changed, based on 
solving Maxwell’s equations. 
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4. Technology scenarios 
This section describes some of the technological scenarios required to implement the 
application scenarios described in the previous section. 

4.1. Analysis of Massive Data Sets 
Processing and applying the wealth of medical imaging data to clinical research questions 
can vastly outstrip the power of local resources.  As we have already argued, the increase 
in processing power of desktop machines will be more than negated by the increase in the 
size of images to be processed.  The promise of the Grid in these applications is to 
provide meaningful resource (storage and computing) balancing across institutions.   

Many current Grid-enabled solutions have heavy but rather simple data processing 
requirements and no need for much user interaction. Some ongoing projects apply this 
off-line approach to the analysis of medical images. The major objectives of these 
projects are to provide fast and sophisticated access to WAN-distributed storage, and 
automatic en-masse image analysis for scientific or epidemiological purposes. To this 
respect, Grids are viewed as very large virtual computing centres, based on batch 
computing.  

Data access at the Grid scale is the major challenge in this scenario,. More precisely, two 
issues must be addressed. The first one is appropriate dynamic co-allocation of 
computational and network and storage resources. Currently, this issue is an active 
technology research area. At the lower level, technical solutions have been proposed for 
e.g. speeding up distributed access to large databases. Major Grid projects are designing 
middleware to optimise resource balancing through distributed information systems.  

The second issue is related to indexing and global retrieval (e.g. how to find the data of 
this particular patient, or two related RMI etc.). Much research work is ongoing on the 
semantics of medical images and its representation at the Grid level. 

 This scenario is the nearest to those targeted by Grid systems planned to be deployed for 
production (e.g. EGEE). Applications to medical images analysis have already been 
prototyped (e.g. MAMMOGRID, e-Diamond etc.). While analysis of medical images 
adds specific constraints related to privacy and probably more stringent security 
requirements, it can be expected that this scenario will lead in the near future to real 
world use. 

4.2. Interactive Data Exploration and Visualisation 
Much less work has been devoted to applying the computing and storage power of the 
Grid to interactive applications. However, many clinical medical imaging applications 
combine the need for high end computing and data storage requirements and the need for 
human supervision, because the clinical human expertise is a key element for the 
interpretation of complex structures. Departing from the “computing centre” model of 
Grid computing means putting the emphasis on response time instead of work throughput 
at all levels of the Grid protocols.  This must be done while retaining the key advances of 
Grid technology that allow the building of virtual organizations, such as security, unique 
login, and cross-domain access. 
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For interactive data exploration and visualization, the large memory and parallel compute 
resources that are available through a Grid computing paradigm need to be made 
compatible with real-time human interaction.  A key concept here is Virtual 
Overabundance of Resources. This term is meant to convey the idea that you should be 
able to treat the Grid in much the way you treat your PC: it can be idle most of the time, 
but ready to provide interactive performance when required.  In particular, access to 
computer resources from different time zones will enable those resources to support 
interactive computation throughout the day. 

By pooling resources from multiple sites and applying operating system concepts like 
pre-emptive multitasking it should be feasible to create the illusion to users that there is a 
huge computer dedicated to their use when in fact it is shared with multiple other users.  
This is of course the same concept as a shared departmental compute server, but 
generalized to the Grid environment. Until this level of ‘overabundance’ is achieved, 
many of the techniques required for interactive applications will be considered too 
expensive to implement. 

Above all, Grid technology should provide economic incentives to be widely adopted in 
the medical community. A strategy offering true (guaranteed) Quality of Service for 
interactive users and adequate, if not optimal, exploitation of the leftover resources (for 
instance for analysis of massive data sets) is of interest not only for medical imaging, but 
for scientific simulations as well. Such an ambitious challenge requires cooperation with 
the various actors of the Grid community, in particular to delimit the general middleware 
architecture issues from the specific needs of medical imaging applications.  

4.3. Augmented Reality 
Surgical planning for interventions that include augmented reality is a complex process 
that can take several days. The weight of the computational part in the medical decision-
making is variable. What can be said in general is as follows. 

A large class of tools which are today limited to experimental lab research should be 
made available to routine practice for better health care. Experimental lab research has 
provided sufficient evidence that this goal is accessible; a rich set of techniques has been 
built, which must now reach the end-user. 

An in-depth inspection of today’s technological and sociological limitations should be 
conducted in collaboration with all the health-care actors (medical and administrative).  
In particular, the need for interactive response time noted above becomes critical for 
intra-operative techniques.  This will require the ability to reserve adequate compute and 
network resource in advance. 

The financial cost of production use of these tools will be rather modest with respect to 
the already existing medical apparatus, making it accessible to many medical institutions, 
and not only to the very high-end ones. Most of the expected cost can be enhancing the 
network access of the institution, which might be required for many other health care 
purposes. Capacity planning at the Grid nodes must accommodate all the real-time users 
(meaning large and small hospitals). Hence, sufficient compute resources for all 
concurrent user must be purchased and maintained. The Grid can speed response time 
and easily support different configurations of local, near, and remote services.  
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4.4. Documenting Experimental Conditions and Algorithm 
Results 

Image data is obtained through either physical or computational experimentation.  It is 
often essential that experimental details associated with image acquisition be known in 
order for scientific studies to optimize use of Grid based image data. We believe that it is 
important to strongly encourage the scientific community to dramatically increase the 
thoroughness and level of detail with which experimental conditions are documented and 
recorded.  The types of information that need to be captured depend on the nature of the 
imagery, but in general the information should include information identifying the 
imaging device, the operating parameters used in image acquisition, and experimental 
protocols used in specimen preparation. For instance in MRI devices parameters would 
include pulse sequence and reconstruction method while in microscopy studies 
parameters would include encapsulation of microscopy operating conditions and physics.  

It is important that the process of encoding and utilizing physics information be 
automated because: 

1) essential machine design parameters and operating condition related information 
may not be accessible to users, 

2) users typically have limited understanding of imaging related physics and hence 
could not generate correct descriptions even if motivated to do so,  

3) descriptions should be expressed using an ontology so physics and operating 
conditions that went into an experiment can be understood by a broad community 
and 

4) documenting physics and operating conditions is laborious, error prone work; this 
documentation is unlikely to occur unless it is automated. 

Results could also include calibration images obtained on standard specimens and 
phantoms. It will be very helpful if instruments that acquire data should transmit 
extensive state information in a non-proprietary format. If instruments from different 
manufacturers continue to report using scales or and sets of attributes, conversation 
services will be required, and there will inevitably be some loss of information.  For 
example, colour can be represented using 3 different schemas, and you can not map 
perfectly from one representation to another;  this is probably true for medical 
instruments also. 

There is also a broader need to capture and store information about shared experimental 
context associated with the acquisition of a set of images, and to store results of image 
analysis algorithms and of manually identified image features. Experimental context, 
results of image processing and description of features should be documented by terms in 
ontologies. 

Standardized encodings of descriptive metadata would make it possible to detect 
inconsistencies and contradictions within and between datasets.  Standardized encodings 
would also support sharing of analysis results. Since many groups could analyze a given 
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image for one reason or another, metadata should be signed in a way that identifies a 
person or group. 

There is also a crucial need to document and store transformations used to process raw 
imagery and to document and store analysis algorithms. A key criterion here is that it 
should always be possible to re-derive processed imagery as long as the original raw 
image data is available (or can be reproduced in a new experiment). 

There clearly needs to be standards groups involved in defining the above described 
ontologies and it seems appropriate that the resulting ontologies be included in DICOM. 

4.5. Image Query 
It would be desirable to have tools that can query Grid-based imagery and are as easy to 
use as Google.  It would also be desirable for these tools to have an ability to select data 
without presupposing relationships. Challenges include the need to deal with ever 
changing data models, changing classification schemes, and changing ontologies. For 
instance advances in scientific understanding may lead to reclassifications; a protein that 
was once thought to be simply a plasma membrane protein may turn out to be a shuttling 
protein. 

It is important to distinguish between the various forms of metadata required for accurate 
semantic description of images, particularly between the “concrete or well defined” 
entities being denoted in the image (e.g. the specimen and features within the image), and 
the interpreted connotations attached to the image (i.e. the meaning, purpose or 
significance of the image), and to treat these differently when formulating and executing 
queries.  An example of a denotation is “pixel (33,440) in image X lies within the liver”, 
while an example of a connotation or interpretation is “pixel (33,440) in image X is part 
of a suspicious mass”.   

There is also a need to be able to include estimates of the confidence with which 
particular assertions of image interpretation are made, and to build into the metadata 
structures curation records of the provenance of the data and any revisions to which they 
have been subjected. 

4.6. Classification of Query Problems 
We propose a rough classification of image/Grid problems. This classification is not 
intended to be exhaustive but it does capture a spectrum of situations that are likely to 
arise in Grid related image analysis. One simple form of classification involves the size of 
the source and result datasets.  

1. Query directed against large number of little Grid based datasets; small result 
dataset 

2. Query directed against large number of little Grid based datasets; large result 
dataset 

3. Varying number of huge datasets; small result dataset 

4. Varying number of huge datasets; huge result dataset 
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A more complete description makes use of a more detailed description of the Grid image 
analysis process.  This description can be posed as a set of dimensions: 

• Dimension 1 – size of source datasets 

• Dimension 2 – cumulative size of data extracted from source datasets 

• Dimension 3 – degree of data reduction associated the process of aggregating the 
extracted data into a  result dataset 

• Dimension 4 – computational intensiveness (hides much complexity as 
computation may consist of one or several phases and may involve various data 
subsets; computation may be closely coupled or embarrassingly parallel) 

• Dimension 5 – need for interactivity 

In this classification, by “cumulative size of data extracted” we mean the data that is 
extracted from the source dataset prior to computing any necessary accumulation or 
reduction operation.  
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5. Technology Enhancements 
This section focuses on the particular areas of Grid technology that need further research 
and development in order to support the scenarios discussed above.  Some of these 
problems are common to many application areas, but in general we focus on the 
particular requirements of medical image data. 

5.1. On-Demand Computing 
The most critical system requirement is the need to move Grids from batch-oriented 
processing to interactive processing.  This is essential for any activity that involves 
humans, such as on-demand data product generation, exploration of datasets and 
visualization.  For example, in high-degree-of-freedom optimization problems such as 
non-linear image registration or radiation treatment planning, computational steering can 
be used to help algorithms avoid local minima. 

On-demand computing will be critical for surgical inventions that make use of augmented 
reality.  Even for the scenario of algorithm development, although the suppliers of the 
algorithms might be happy to also supply the computing facilities, this scenario would be 
more effective if the required computing facilities could be purchased on-demand.  

Depending on the application, the result of the computation may be a multi-dimensional 
animated dataset.  Generally speaking we are interested in application software 
supporting user interaction at approximately 20 to 30 frames per second to provide 
smoothly animated response to user input (e.g. every mouse motion).  These interactions 
may trigger asynchronous computation or data retrieval operations. 

In some cases performance will truly be interactive, in other cases a user will have to wait 
a modest amount of time for a result. This can be accomplished by systematic Grid-based 
priority scheduling and Grid-based resource allocation. An overall surplus of resources 
would obviously make the scheduling task more tractable.  

Currently, resource management and task scheduling in the Grid is limited to selecting 
specific machines for the execution of specific tasks. Additional management services are 
under development to shield users by selecting a machine on their behalf.  These services 
are intended to support a range of execution models, but the current emphasis is on 
throughput rather than response time. Job/task scheduling is done on a best effort basis. 
Grid resource management and scheduling must mature to better support the on-demand 
needs of researchers and physicians. 

5.2. Scheduling 
The scheduling process is greatly helped when a scheduler is able to anticipate the scale 
of resources needed to handle a given user request. Depending on the situation, it can 
range from being very easy to virtually impossible to estimate resource requirements that 
will be required to satisfy a user request.  

An important difficulty with response-time sensitive scheduling in current Grid-based 
systems arises from the need for large clusters to also execute closely-coupled 
multiprocessor jobs. For instance, consider an iterative sweep carried out over a mesh 
with 1000 processors.  When the usual MPI programming paradigm is employed, if one 
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processor swaps out its piece of mesh, 999 other processors have to stop work on the 
problem and wait for messages. Parallel multitasking support can alleviate this problem 
but while academic work has been carried out on parallel multitasking, these methods are 
not typically used in large clusters or distributed memory parallel machines. 

It was suggested that directives be employed to allow users (or application developers) to 
inform a Grid scheduling mechanism that a user wants to optimize response time. Such a 
directive could be very useful in helping Grid schedulers carry out an ongoing process of 
trading off between throughput and response time. 

5.3. Optimization of Grid Protocols 
We could not identify any specific architectural limitations of the Grid software now 
being deployed (e.g. OGSA), but our empirical experience indicates there is room for 
significant optimization in the implementation of such features as authentication, resource 
discovery and allocation.  These optimizations will be critical to support applications with 
interactive response times. Considering computing resource discovery, for some of the 
compute-intensive algorithms used in medical imaging the first dimensioning factor is an 
intrinsic application parallelism limited to department cluster size. Thus, the Grid system 
will not have to provide general-purpose fast inter-cluster access, but only to schedule 
global requests to the appropriate cluster. 

In many deployed Grids (e.g. DataGrid), the resource management is based on coarse 
grain schedulers independent of the application. This scheme is obviously necessary to 
allow for resource pooling. Some compute-intensive algorithms may be amenable to 
static partitioning. However, many interactive applications with parallel components also 
require fine grain dynamic application-level schedulers. Dynamicity comes from the 
inherently irregular and non-predictable nature of the computations. Application level is 
here analogous to the user-level thread schedulers versus kernel-level ones in scheduling 
for a processor. Just as a user-level thread scheduler avoids the penalties of the kernel 
calls, a Grid application-level scheduler will avoid the traversal of the Grid information 
systems for executing each and every small parallel task. A related question is the 
appropriateness of the service concept and implementations (and more specifically Web 
Services) to the applications-level schedulers.  

5.4. Exploiting Image Structure 
Usually, neither the requirements of the interactive requests nor the actual state of the 
Grid resources can be predicted well. The usual approach to this issue is to implement 
end-to-end Quality of Service (e.g. the GARA architecture for Globus). In this view, the 
Grid middleware provides monitoring and performance prediction tools; an algorithm is 
then able to guarantee a performance from its inputs parameters and its implementation. 
This approach is probably not well suited to the relatively fine grain of the interactions 
considered here. 

Advance reservation can be considered as a basic option for certain cases.  It is almost 
essential for augmented reality support during surgery.  In general though, the medical 
use of the computing tools is highly dynamic, depending on when the clinician or 
researcher encounters a question that requires investigation and on when they are able to 
make time to carry out the investigation.  Thus the volume and sequence of requests 
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cannot be planned in advance. (Conceivably, machine-learning systems linked to Grid 
monitoring tools could help to predict usage in advance). 

A possible analogue for addressing this issue is streaming. The key idea is to focus the 
resource usage on the actually useful data, while the Grid system can exploit the human 
interaction delay in the background to refine the information finally delivered. 
Fortunately, a medical image or exam contains much more information than what can be 
apprehended by the user at a given point in time: the useful paradox is that, while the 
human capacity to analyze images is critical, the human perception system is not able to 
deal simultaneously with the computed information. 

Some challenges specific to remote interactive access to medical images are to define:  

• A progressivity factory, that is a set of basic services for adaptive access to 
DICOM data.  

• A unified framework exposing these services to the upper levels of software 
(visualization requests), and its interface to a short-term resource information 
service, targeting dynamic selection of the appropriate level of refinement as a 
function of the resource performance. 

• Internal data staging: temporal and spatial locality inside DICOM data, and 
related prefetch techniques. 

5.5. Secure Computing and Communications 
A key feature of Grid technology is the support for collaboration across institutions.  This 
immediately raises ethical and legal questions of patient confidentiality.  The 
infrastructure must provide the highest possible protections for patient privacy, 
comparable to those available to an institution that maintains local control of networks 
and firewalls.  This is a high standard, but arguably achievable; all computer systems 
require dedicated maintenance to minimize vulnerabilities, and a well-maintained Grid 
system can provide “best practices” security to all participants without duplication of 
effort at all sites. 

Security constraints may be one of the most difficult sociological issues in the 
deployment of real applications. As in any innovation process, initial real experiments 
must be conducted with willing doctors to convince doctors and administrators to put 
resources to the achievement of production-quality computational instruments, and to 
satisfy the public at large that confidentiality is maintained.  On the other hand, the 
complexity of the security issues might hinder the realization of establishing the kind of 
seeding experiments that are needed to achieve real and usable tools.  

For some applications, data will be held locally, and remote resources will only be used 
to provide computing power. This is amenable to lighter requirements in the privacy 
field, and thus can provide intermediate steps to involve the end-user without putting to 
much burden on the administrative parts of an hospital.  Except for images including the 
face, many such applications will export only anonymous data by construction.   

We have in mind that, at least initially, the users of these services would be researchers 
and industry, in applications that already use the internet for exchange of information, 
with basic security provision.   The research data involved could be obtained from 
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patients who specifically give consent for their image data to be used in these ways. 
Patient data that is acquired solely for healthcare purposes introduces additional 
problems, especially if the analysis involves crossing international boundaries. These 
issues will take some time to resolve.  

5.6. Support for Metadata Management and Ontologies 
Support for metadata management was identified as being vital; there is a need to 
maintain standardized image-related metadata.  Ontologies are required for the details of 
imaging devices, the detailed parameters of their operation, the experimental procedures 
used in specimen preparation, and the contents of the images. In addition, there is a need 
to maintain schemes that support translation between ontologies. 

Metadata persistence was raised as a key point; if a set of images are documented using 
some version of an ontology, it is essential that the ontology still be available when a user 
wants to make use of the image information. It is not clear who should maintain and 
curate metadata; professional societies, NIST and funding agencies were mentioned. 

5.7. Algorithm Descriptions 
Many image-processing algorithms are currently available that could be (and in some 
research centres have been) incorporated into Web services or Grid services using local 
computing resources at the site that has developed the algorithm. These services can form 
building blocks of medical imaging Grids. 

For those algorithms that have been incorporated into services, the services assume that 
researchers understand the properties (strengths, weaknesses, and constraints) of each 
algorithm. The utility of these services will be greatly enhanced is the provide a 
description of these attributes. This will require a standard set of attributes for each class 
of algorithms (e.g. registration algorithms). Such attributes have yet to be defined. 

5.8. Service Deployment Mechanisms 
Completed applications can be deployed in a relatively static way, by installing the 
appropriate services on a range of machines.  However, when researchers are developing 
and testing new algorithms, they may need to deploy these algorithms to remote 
machines interactively.  This will require mechanisms to copy the programs to the remote 
machines and to ensure that all the supporting libraries and run-time systems are 
available.  This process is variously called deployment, provisioning and configuration 
management.  It is being investigated in the Grid community, although typically on a 
larger scale (so-called “utility computing”). 

For medical research, there must be appropriate safeguards for the administrators and 
other users of the compute resource, to ensure that the algorithms being deployed do not 
damage their quality of service.  Researchers will require assurance that their algorithm 
has been deployed successfully.  They may also require security assurances, to be sure 
that no-one else can run or copy their code. 
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5.9. Image File Formats 
Multiple file formats exist for a single image type and for different image types. 
Fortunately the number of distinct formats for a single image type is small, but it is not 
clear that a well-defined mapping exists between these formats. For Grid services to be 
widely used, their input image file formats and output transformation formats must be 
documented. For many applications, there will also be conversion routines (perhaps other 
services) that would convert between the different formats. 

5.10. Reference Collections 
For algorithm development, and for middleware test beds, sets of reference images will 
be needed.  These data sets will allow researchers to compare the performance of their 
algorithms or middleware on a standard set of inputs.  They can be collected from 
appropriately designed screening or analysis projects, where due consent is obtained from 
the patients concerned.  As with active data sets, due care and attention must be taken to 
ensure privacy and anonymity. 

Collections of standard algorithms will also be useful.  These will allow researchers to 
choose algorithms that best suit their need, and to compare the performance of new 
algorithms against a standard. 

These reference collections will need to make use of the standard formats and 
descriptions mentioned above. 

5.11. Portals 
Portal frameworks and portal builders are technology components being developed for by 
the Grid community. Portals are web sites that present a set of services to users, together 
with provision for linking these services together.  Thus users can access the Grid 
resources they need via a single web site. 

This technology could be used to develop a portal providing access to a wide range of 
image analysis or registration services, including: 

• Applying existing image analysis or registration services to private images 
provided by the user 

• Adding new algorithms and reference image data to a central service 

• Submitting comments and annotations regarding algorithms and their 
effectiveness in addressing various research questions.   

• Searching the literature for papers related to areas of interest. 

5.12. Payment Structures 
Current Grid infrastructure does not support payment protocols, although such protocols 
are a topic of investigation within the Grid community. Payment models from enterprise 
web services are being examined, but it is unclear whether or not these models will be 
appropriate for medical imaging services. 

The following type of payment options should be supported: 
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• Deduction from a pre-funded money account 

• Charges to an established credit account 

• Charges to a payment in-kind account (meaning return payment through the use 
of the requester computing resources or software) 

• Flat service fee (regardless of the amount of computation required) 

• Metered service fee (based on the amount of computation required) 

The following types of cost control options should be supported: 

• Estimated total cost of an execution 

• Cost overrun blockage by setting a maximum cost 

The following types of auxiliary services should be supported 

• Accurate accounting reports conformant to governing accounting regulations 

5.13. Query Performance 
There is a wealth of systems software issues that arise when trying to optimize 
performance of queries and computations on Grid based imagery. First, in many cases 
there will be issues of scale; some studies will require users to repeatedly query many or 
all images in large Grid-based image collections. For instance, a user might want to use a 
large set of Grid based images along with outcome data to evaluate the predictive power 
of various candidate malignancy-screening algorithms. Alternately, a user might want to 
develop an algorithm that is able to reproducibly score treatment effectiveness by 
quantitatively comparing large sets of matched pre and post treatment images. 

There are a great variety of optimizations that can be employed to increase the tractability 
of Grid based image analyses. Computations such as feature detection and (in some 
cases) registration can often be carried out close to a data source to reduce the need to 
move large quantities of data across the Grid. In many cases analyses will require only 
subsets of data or data aggregations that can also be produced close to a data source. A 
significant challenge is that different data systems access data in different ways using 
different metadata. Some data will be stored in file systems, some will be in databases 
and some data will be accessible only by invoking objects.  

5.14. Real-time Streaming Data 
To implement Dynamic Data-Driven Application Systems, Grid software must handle 
real-time data streams from the system being interactively controlled.  The data must be 
collected and analysed with control feedback to the device  in real time.  This requires 
appropriate integration to the device itself, support for networking real-time data streams, 
and analysis algorithms that run in real time.  In addition, these systems will place even 
greater Quality of Service constraints on the system than the interactive visualisation 
scenarios.  
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5.15. User Acceptance 
For these Grid services to be effective, they must be easier to use than software that can 
be down-loaded and installed on a local computer.  They must also be sufficiently reliable 
that they are seen as a viable alternative to running the registration on a local computer. 

Another possible obstacle to this work is users’ reluctance to share data. However, it is 
arguably easier to share data on a “Grid” than in more traditional ways because the 
sharing is more symmetrical. Rather than just supplying data for someone else to analyse, 
researchers will be sharing data and algorithms in return for access to data and algorithms 
from others.  
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6. Related Work 
This section describes a few of the projects that are already working on Grids and Grid 
Technology for Medical Imaging.  A comprehensive survey is beyond the scope of this 
report.  Rather, these are intended to provide some starting points for newcomers to the 
field. 

6.1. EU Projects  

6.1.1. EGEE 
EGEE (http://public.eu-egee.org/) is a large two-year project in a four-year programme, 
funded by the FP6 EU programme. EGEE (Enabling Grids for E-Science in Europe) aims 
to integrate current national, regional and thematic computing and data Grids to create a 
European Grid-empowered infrastructure for the support of the European Research Area, 
exploiting unique expertise generated by previous EU projects (DataGrid, CrossGrid, 
DataTAG, etc) and national Grid initiatives (UK e-Science, INFN Grid, Nordugrid, US 
Trillium, etc). Data Grid focused on middleware infrastructure, CrossGrid targeted 
Parallel (MPI) computing and interactivity, DatTAG Grid interoperability . 

The EGEE consortium involves 70 leading institutions in 27 countries, federated in 
regional Grids, with a combined capacity of over 20000 CPUs, the largest international 
Grid infrastructure ever assembled. 

The EGEE vision is to provide distributed European research communities with a 
common market of computing, offering round-the-clock access to major computing 
resources, independent of geographic location, building on the EU Research Network 
Geant and NRENs,and targeting interoperability with other major Grid initiatives such as 
the US NSF Cyberinfrastructure to establish a worldwide Grid infrastructure. 

Following the successful experience accumulated in DataGrid, Biomedical Grids are one 
of the two pilot applications areas of EGEE. EGEE will contribute strongly to increased 
performance of the infrastructure from the user perspective, especially through its 
Application Identification and Support activity.  

6.1.2. HealthGrid 
Healthgrid is the long term vision of an environment where data of medical interest can 
be stored and made easily available to the different actors of healthcare, physicians, 
healthcare centres and administrations, and of course citizens. Moreover, the association 
of post-genomic information and medical data in such an environment opens up the 
possibility of individualized healthcare.   

The Healthgrid initiative, represented by the Healthgrid association 
(http://www.healthgrid.org), was initiated to contribute to bring the necessary long term 
continuity at the European level in the Healthgrid area.  In the last couple of years, 
several grid projects have been funded on health related issues at national and European 
levels. These projects have a limited lifetime, from 3 to 5 years, and a crucial issue is to 
maximize their cross fertilization. The Healthgrid goal is to collaborate with projects on 
the following activities:  
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• Identification of potential business models for medical Grid applications. 
• Feedback to the Grid development community on the requirements of the pilot 

applications deployed by the European projects. 
• Development of a systematic picture of the broad and specific requirements of 

physicians and other health workers when interacting with Grid applications. 
• Dialogue with clinicians and those involved in medical research and Grid 

development to determine potential pilots. 
• Interaction with clinicians and researchers to gain feedback from the pilots. 
• Interaction with all relevant parties concerning legal and ethical issues identified 

by the pilots. 
• Dissemination to the wider biomedical community on the outcome of the pilots. 
• Interaction and exchange of results with similar groups worldwide. 
• The formulation and specification of potential new applications in conjunction 

with the end user communities. 

6.1.3. MammoGrid 
The MammoGrid project (mammogrid.vitamib.com) aims to develop a European-wide 
database of mammograms using Grid technology.  The project concentrates on the 
application of Grid technology rather than its further development. Medical conditions 
such as breast cancer, and mammograms as images, are extremely complex with many 
dimensions of variability across the population. Among the benefits of having a 
European-wide database are to provide:  
- A larger database  
- statistically significant numbers of examples of conditions.  
- More diverse epidemiology.  
- A wider variation in quality of images and diagnosis.  
- Providing of an abstract interface for accessing heterogeneous databases.  
- Potential knowledge discovery in the diagnosis and understanding of breast cancer 

6.1.4. GPCALMA 
GPCALMA (www.ca.infn.it/gruppoV/gpcalma.html) is Grid-enabling a database 
database of mammographic images.  This database was collected by the CALMA 
consortium, and contains about 5500 images corresponding to 1650 patients.  The 
consortium also developed computer-aided diagnostic tools which automatically classify 
mammographic images on the basis of tissues' textures. The results obtained are close to 
human performance and can be used as a second radiologist in the classification of the 
breast disease. With a Grid configuration it would be possible for clinicians to telework 
and cowork in new and innovative groupings ('virtual organisations').  Furthermore the 
GPCALMA system allows users access to the latest diagnostic tools from their hospitals, 
by using remote working via the Grid. 

6.2. French Projects 
The  French national programmes GRID (http://www-sop.inria.fr/aci/grid/public/) and 
Masses de données (www.recherche.gouv.fr/appel/2003/mdretenus.pdf), target basic 
research in Grid infrastructure, Middleware and applications.   In this programme, the 
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MEDIGRID (http://www.creatis.insa-lyon.fr/MEDIGRID/) project focuses on Grid-
enabling complex parallel algorithms for exploration of medical images.  

6.3. UK Projects 

6.3.1. Digital Curation Centre 
The recently created Digital Curation Centre (DCC) (www.dcc.ac.uk) will address the 
issues of curating and archiving scientific data.  It will advance research in these areas, 
transform this research into useful tools, provide a one-stop advice point for practising 
scientists, and undertake outreach activities to promote best practice.  The DCC will not 
be a repository for data, but will advance the start of the art by working with selected 
application scientists and disseminating the relevant knowledge and skills across the UK.  
Much of this knowledge will be relevant to medical imaging projects, whether or not they 
involve the Grid. 

The consortium running the DCC includes significant experience across the relevant 
areas.  The members include the National e-Science Centre, the School of Informatics at 
the University of Edinburgh, National Library services at the Universities of Edinburgh 
and Glasgow, the Central Laboratories of the Research Councils, and the UK Online 
Library Network.  

6.3.2. e-Diamond 
The e-Diamond project (www.ediamond.ox.ac.uk) is building a prototype Grid that will 
support the diagnosis of breast cancer in the UK Health System and provide medical 
professionals with more information to help treat the disease.  This Grid will link state of 
the art image analysis technology, provided by Mirada Solutions Ltd., with database 
technology from IBM and the OGSA-DAI project (see below). 

Currently, the breast screening programme in the UK relies on manual patient records 
(paper and film).  The e-Diamond project conjectures that moving to electronic files will 
improve the efficiency of the system, aid the training of radiologists by producing online 
sample images, and allow image analysis programs to aid the diagnosis. 

The e-Diamond implementation stores the images and associated non-image data in two 
databases, one relational, the other non-standard.  It uses OGSA-DAI to access these data 
stores, taking advantage of the configurability of OGSA-DAI to access the non-standard 
system.  It also exploits the extensibility of OGSA-DAI’s activity system, which allows 
the data access component to perform additional transformations on a query result and to 
send that result to a separate destination.  This improves both the efficiency and the 
maintainability of the application. 

The project is led by Mirador and Oxford University, with input from four research 
hospitals that have breast screening clinics and associated universities. 

6.3.3. OGSA-DAI 
The OGSA-DAI project (www.ogsadai.org.uk) produces the reference implementation of 
the Global Grid Forum’s specification for Data Access and Integration Services 
specification.  The implementation allows Grid applications to access relational 
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databases, XML databases and flat files, using the query language most appropriate for 
the data source being accessed.  A distributed query system is available as a prototype; 
this will allow queries to be distributed across databases that are maintained by different 
organizations or groups.  The system is integrated with Grid security systems, thus 
allowing applications to maintain appropriate privacy requirements.  

OGSA-DAI is now a component of the Globus Toolkit (www.globus.org),  which is 
widely used for building Grid applications.  Over 1000 copies of the OGSA-DAI 
software have been downloaded, and it is used around the world.  The OGSA-DAI 
project is led by the National e-Science Centre.  Their partners are IBM USA, IBM UK, 
Oracle, and the Universities of Newcastle and Manchester.   

6.3.4. edikt 
The edikt (e-Science Data, Information and Knowledge Transformation) programme 
(http://www.edikt.org) is a three-year project run by the National e-Science Centre.  It has 
the three aims of: 

• understanding data management problems faced by e-Scientists, 
• identifying applicable technologies and prototypes developed in the Computer 

Science community, and 
• codifying and deploy computer science solutions in Grid applications.  

Currently, the programme has developed two foundation technologies: eldas and BinX.  
These address some of the data management issues that arise in medical imaging Grid 
applications. 

Eldas implements a grid data service that applications use to locate and access relational 
databases. Eldas may also be deployed as a web-based data service. Eldas 1.0 server 
software, demonstration client software and documentation are available for download at 
http://www.edikt.org/eldas. 

BinX is a XML-based language and a software library. The BinX language is used to 
describe the structure and representation of data stored in binary files. Applications 
invoke the BinX library which uses the XML description to access binary files. BinX 
could be used to describe and access image files. The BinX 1.1 software library and 
documentation are available for download at http://www.edikt.org/BinX. 

6.4. USA Projects 

6.4.1. BIRN 
The Biomedical Informatics Research Network (www.nbirn.net) is establishing a 
distributed information technology infrastructure to improve biomedical research. The 
BIRN currently involves a consortium of 12 universities and 16 research groups 
participating in three "test bed" projects, which study the following areas through MRI, 
whole brain histology, and high resolution light and electron microscopy. 

• Function BIRN - studying regional brain dysfunctions related to the progression 
and treatment of schizophrenia.  

• Morphometry BIRN - examining unipolar depression, mild Alzheimer's disease 
and mild cognitive impairment.  
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• Mouse BIRN - studying animal models of multiple sclerosis, schizophrenia, 
Parkinson's disease, ADHD, Tourette's disorder, brain cancer.  

 

These studies are being used to drive the definition, construction, and daily use of a 
“federated data system.” Federation presents biological data held at geographically-
separated sites to appear as a single, unified and persistent data archive. Data is securely 
accessed across institutional boundaries to address issues of data privacy and automatic 
translation of data formats. Most of the groups participating in the BIRN have 
traditionally conducted independent investigations on relatively small populations, using 
site-specific software tools.  
 
The promise of the BIRN is the ability to test new hypotheses through the analysis of 
larger patient populations and unique multi-resolution views of animal models through 
data sharing and the integration of site independent resources for collaborative data 
refinement. 
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7. Summary 
The Grid offers significant potential to the visualization, analysis and exploitation of 
medical imaging technology.  By bringing together different medical imaging 
communities, it will allow the secure use of shared resources and the automation of 
clinical governance.  The use of open standards will maximize the scope for inter-
operability and of freedom to choose different system vendors. 

The resources provided will include registration services, algorithms, databases, image 
repositories, sensors, and compute facilities.  Key elements of the Grid will include the 
registry services that allow users (or their software agents) to find the desired resources, 
the metadata languages and services that describe these resources, the workflow 
languages that describe how tasks must be orchestrated in order to achieve the desired 
effect, and the on-demand scheduling systems that will provide compute power when it is 
needed. 

It is vital that these services are easy to use, so the physicist or computer scientist remains 
in the background, designing and enhancing the systems but not a vital part of their 
operation.  The systems must scale to large data sets, including big cohorts, 3D/4D 
microscopy, and simpler higher-resolution devices. 

Grid computing as it exists today is not ready to support all the scenarios described 
above.  However, improving the situation does not require a theoretical breakthrough, but 
dedicated engineering effort and appropriate policy.  In our opinion, the potential benefits 
merit the funding of further research and development.  
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8. Appendix 1: Speakers and Abstracts 
 

8.1. Sofie Norager, The Vision of a HealthGrid 
Grid technology is a concept of creating an environment, through the sharing of resources 
in a controlled way, in which heterogeneous and dispersed data and applications can be 
accessed by different partners of a Grid, according to their authorisation. 

Originally, the main purpose of using Grid technology was the need for computational 
resources for areas such as nuclear physics. Today Grid technology is extending into 
other application areas since it also provides new solutions to problems of data 
accessibility, interoperability of systems and management of information and knowledge 

Health is one of the areas in which this new technology seems to offer many advantages. 
In this context the term Health is used to include all levels of information from molecular 
level to the level of population (public health) including the intermediate levels (e.g. cell, 
tissue, organ, person etc). Sharing and synthesising information form these different 
levels will eventually lead to new knowledge discoveries and to better prevention, 
diagnosis and treatment as well as management of health and well being. The application 
of Grid technology in Health is currently supported by the European Commission DG 
Information Society under the acronym “HealthGrid” and a first community of interested 
researchers has been formed (see www.healthGrid.org). While DG Information Society 
has previously already supported the facilitating of access to and sharing of medical 
images (e.g. MEDIMEDIA http://cersi.luiss.it/medimedia.htm) we are currently 
supporting technologies to go beyond the actual limits in accessibility and interoperability 
of both clinical and research data. 

One of the Health domains in which Grid technology is actively being applied today is in 
medical imaging, enabling access to, comparison and analysis of medical images 
dispersed over different sites. A short time ambition of the medical imaging community 
could be to create a Grid infrastructure accessible for all members of the Imaging 
community including end users such as for example hospitals, first for research purposes 
and then for actual applications (ex.: image based surgery and modelling). The midterm 
goals could be to include other data formats then images (e.g. clinical, biological and/or 
pharmacological data) on the Grid in order to facilitate interpretation of results and allow 
new knowledge discovery. First examples of projects in these directions are the EC 
funded projects MAMMOGRID, a federated European Mammogram database on the 
Grid, and GEMSS, Grid-enabled medical simulation services, as well as national funded 
projects such as e-Diamond, dealing with mammography in the UK, NDMA, a national 
digital mammography archive in the US, MEDIGRID, storage and processing of medical 
images in France. 
* The views presented are those of the author and do not necessarily represent the official view of the European 
Commission on the subject. 
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8.2. Phil Papadopoulos, Trends and Gaps in the Emerging 
Middleware and the Impact on Handling Large Data 

We are at a stage of crossing technology exponentials and fundamental changes in the 
underlying software that together enable routine, high-speed, secure, authenticated, and 
audited access to large federated data repositories.  Wide-area network capacity is 
doubling every 9 months (Gilder's law), far outstripping Moore's Law (a doubling at a 
relatively leisurely 18 months). In a few years, enabled by this astounding growth in 
network capacity, routine access to and manipulation of databases or repositories that 
house collections of 1000s of gigabyte-sized data objects will be commonplace. About 10 
years from now this atomic data set size will change to terabytes.  In other words, the raw 
network, storage, and computing horsepower needed to analyze large images is on 
course.  We are, however, still quite a distance from practically utilizing these capabilities 
for large-scale medical image analysis. 

While in the midst of these tech curves, the core middleware structure is being re-factored 
and standardized into so-called Grid Services. Grid Services adds GSI authentication, 
Discovery, and remote instantiation to industry-standard web services and reuses a great 
deal of the underlying infrastructure.  This is a very positive change because it creates a 
well-defined mechanism for implementing compositional building blocks that are both 
security and network aware.  Large scale images add the dimension of also needing 
sustained performance 

In this talk, we will describe how two key projects, the OptIPuter and the Biomedical 
Informatics Research Network (BIRN) are working together to build practical data Grids 
that can scale to handle very large image data objects. OptIPuter is a long-term basic 
research project that is investigating how the structure of machines and software change 
in a network-rich environment. While in BIRN we are implementing a national footprint 
distributed data Grid in support of medical image analysis across scales.  In particular, we 
will examine the technology and software trends and describe how these are revising the 
overall system architecture of BIRN.  We will point out where the special needs of 
medical data handling (e.g. privacy, auditing, access control, performance) are 
illuminating gaps in the current software base and are dramatically influencing the base 
layers of the emerging standard Grid stack. 

8.3. Amarnath Gupta, Neuroimaging Databases: A Data 
Engineering Perspective 

While there is a steadily growing body of neuroimaging data collections in different 
neuroscience laboratories across the globe, the ability to adequately model, query, 
integrate and derive insight from this data remains a major challenge. Most of these 
challenges stem from factors like the complexity of the data, the variability of data across 
populations, the lack of precise definition of conceptual terms, the dependence of 
observations on the instrument of observation, and so on. These together with numerous 
implicit, unformalized semantics in the data make it very difficult to develop general 
purpose data management solutions for the domain. 

In the course of our work in building database systems for neuroimaging, we have 
identified a number of data engineering problems and have developed partial solutions to 
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some of them. This talk will present a tour of these problems and the solutions we have 
proposed, focusing on the management of multi-scale, 3D, time-varying information. An 
overarching theme of the presentation is the observation that we can build real-world 
Neuroimaging databases if and only if, neuroscientists and database scientists join hands 
to solve the problem together, and the database scientists break their own internal sub-
disciplinary barriers to develop useful hybrid data models, query languages and query 
evaluation techniques. 

8.4. Steve Pieper, Brain Science meets Big Science: Grid 
Computing for Clinical Neuroscience Research 

Investigation of the causes and treatments of brain diseases through imaging and 
computational science has traditionally taken place at individual research labs relying 
primarily on local clinical collaborators and computer systems. Grid infrastructure offers 
the potential to apply computationally demanding analysis techniques to larger subject 
populations collected from widely distributed collaborating institutions. 

This approach is being applied in two ways at the Surgical Planning Lab (SPL). First, 
through participation in the Biomedical Informatics Research Network (BIRN), the SPL 
is helping develop techniques to standardize the acquisition and data representation of 
structural and functional MR images from a variety of scanners, in order to increase the 
statistical power to detect changes associated with Alzheimer's disease and schizophrenia.  

Second, a project called Real-Time Brain Mapping has the goal of developing algorithms 
track brain deformation during neurosurgery in order to update high resolution pre-
operative structural and functional maps for use by the surgeon. An important part of both 
these efforts at the SPL is the visualization and user interface software that makes these 
developments accessible to our non-computer scientist end-users. 

8.5. Goutham Edula, Design Considerations for a Medical 
Imaging Grid 

AstraZeneca's imaging activities are distributed as are our data and resources. Our 
distributed architecture spans discovery and development areas within AstraZeneca and 
external collaborations. A medical imaging Grid would help us gain optimal business 
value from our imaging activities and to enhance operational productivity e.g. better use 
of our computational resources. However there are a number of challenges related to 
Information management, application design, security, network considerations, resource 
allocation and services to be considered. We will discuss some of the design 
considerations that would address these challenges, and we look forward to an interesting 
discussion from the audience. 

8.6. Jeff Grethe, Translating Imaging Science to the 
Emerging Grid Infrastructure 

The Biomedical Informatics Research Network (BIRN) is establishing a distributed 
infrastructure to foster large-scale collaborations and enable new capabilities in the study 
of human neurological disease. This talk will focus on some of the key challenges faced 
by BIRN in applying Grid technology to imaging science.  One such challenge is 
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providing an effective and intuitive interface to this underlying infrastructure.  
Researchers must be provided with a toolbox that enables them to orchestrate their 
essential biomedical applications into coordinated and flexible workflows that utilize and 
benefit from the underlying Grid infrastructure. 

The handling of imaging data in such a distributed and dynamic context raises issues 
concerning data privacy and security that must also be addressed. New mechanisms and 
policies for handling data must be developed that take into consideration the nature of the 
Grid while also complying with regulations for the protection of human subjects’ data, 
such as the Health Insurance Portability and Accountability Act (HIPAA) and the 
Common Rule. International collaborations will also need to address the additional 
complexities of sharing data across national boundaries.  In addition, sharing of these 
application workflows and imaging data will require the storage of information 
concerning the provenance of all data and derived data products.  Such a comprehensive 
infrastructure can only be achieved through the close coordination and collaboration of 
both computer and imaging scientists. 

 



Images, Medical Analysis and Grid Environments, September 2003 

Page  40/ 41 

9. Appendix 2: Membership of the working groups 

9.1. Interactive Data Exploration and Visualisation  
Steve Pieper – Boston University, USA 
Richard Ansorge – University of Cambridge, UK 
Nick Avis – Cardiff University, UK 
Chao Quan Chen – University of Edinburgh, UK 
Martin Connell – University of Edinburgh, UK 
Cécile Germain-Renaud – Laboratoire de l'Accélérateur Linéaire and PCRI, France 
Daniel Hanlon – Daresbury Laboratory, UK 
Chris Johnson – University of Utah, USA 
Sofie Norager – European Commission 
Kazunori Nozaki – Osaka University, Japan 

9.2. Image Mapping, Registration and Atlases 
Derek Hill – Kings College London, UK 
Richard Baldock – Human Genetics Unit, UK 
Dave Berry – National e-Science Centre, UK 
Vincent Breton – CNRS, France 
Denise Ecklund – National e-Science Centre, UK 
Xavier Pennec – INRIA, France 
Tilak Ratnanather – John Hopkins University, USA 

9.3. Image Analysis, Measurement and Query 
Michael Knopp – Ohio State University, USA 
Toyokazu Akiyama – Osake University, Japan 
Goutham Edula -- AstraZeneca 
Rob Proctor – University of Edinburgh, UK 
Tom MacGillivray – University of Edinburgh, UK 
Philip Murphy -- Pfizer 
Bonnie Webber – University of Edinburgh, UK 
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9.4. Data Management, Transfer, Metadata, Ontologies 
and Provenance 

Joel Saltz – Ohio State University, USA 
Sean Bechhofer – University of Manchester, UK 
Chris Catton – Oxford University, UK 
Brian Collins – IBM Hursley, UK 
Frederica Darema – NSF, USA 
Mark Ellisman – UCSD, USA 
Jeffrey Grethe, UCSD, USA 
Amarnath Gupta – UCSD, USA 
Peter Lyster – NIH/NIBIB, USA 
Michael Marron – NIH, USA 
Philip Papadopoulos – UCSD, USA 
Shimji Shimojo – Osaka University, Japan  
David Shotton – Oxford University, UK 
Chris Taylor – University of Manchester, UK 
 


